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The Internet of Data
& I RECENTLY DECIDED to close my Dropbox team

account. As my school’s Office365 subscription

includes ample space for all team members on

OneDrive Business, I saw no need to pay an extra

subscription fee. In principle, this could be as

easy as dragging all folders under “Dropbox/” into

“OneDrive/.” Maybe not surprisingly, this turned

into a multi-day operation for the whole team.

Trying to untangle the many shared folders, i.e.,

understanding which ones had long since ceased

to require sharing (e.g., old paper collaborations)

and which ones should still be kept (at least for

a while) and with whom, required a disciplined

walk-through across the many gigabytes of

amassed data, scattered across hundreds of

(haphazardly organized) folders and subfolders.

FILES VERSUS EMAIL
ORGANIZATION

I have long ceased to filemy email into separate

folders: now that email clients come with powerful

search capabilities, I simply have large yearly

archive folders that I can easily search if I need to

find a particular email. It is of course not perfect,

and I often wish I would have tagged or otherwise

marked an (in hindsight) important email that I

now cannot find anymore. However, it still seems

lightyears ahead of how I manage my files. While I

do have a tried and tested folder structure on my

local disk, the need for sharing files with others

constantly throws this organization into disarray.

Administration insists on sharing files through a

local fileserver that I must mount via SMB; half of

my external collaborators prefer to use Dropbox,

the other half Google Drive; a few colleagues insist

on using a git repository for any shared data; my

team has their own file server that I use with a sync

tool (Synology Drive); the Swiss universities sup-

port an OwnCloud-based solution that is hosted in

Switzerland (hence being compatible with Swiss

Data Protection Law, in contrast to, e.g., US-based

storage solutions, where I am not allowed to store

any files containing personal data); and finallymy

school’s OneDrive Business account, which is

used by our faculty administration for sharing

files. I have long since abandoned the idea of

trying to impose any sort of structure across all

these accounts—once the need for sharing some

files arises, I usually end up with yet another

Dropbox or Google Drive folder that I try to

remember, at least until the paper has been sub-

mitted. It was only my above-mentioned “spring

cleaning” exercise that made me realize how

much effort it eventually takes to disentangle this

data deluge.

END-USER DATA MANAGEMENT
IN THE IOT

The whole experience not only made me

reevaluate my own data management strategy,

but also made me think on how this problem

affects IoT systems. While a company deploying

an IoT service may invest considerable efforts

working out a cloud storage solution that fits the

envisioned system, consumers will eventually

have their data scattered across countless such

services. Note that the new EU data protection

law, the GDPR (see my previous EIC message),

now requires service providers to support “data

portability,” i.e., allowing end-users to export

their data to move it to another service. This will

of course only add to consumer woes of having

to manage data storage locations themselves.

Several pervasive services already simply piggy-

back on existing cloud storage solutions, e.g.,
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Dropbox or Google Drive, allowing end-users to

connect them to their personal accounts and,

thus, having the app directly drop its data there.

I myself have about a dozen or so “App” folders

in my personal Dropbox account, some which I

still actively use, others which I have long since

abandoned (or which were abandoned by the

company), resulting in data files that for all prac-

tical purposes are now inaccessible.

Clearly, the vision of an IoT-filled world will

need to address some core data management

questions that are already evident in today’s

cloud-based file-sharing world, such as: Where

will data be stored (and who decides)? How do I

know where the data are, both logically (service)

and physically (data center)? Should we shield

the consumer from data storage details or make

it visible (and potentially adjustable)? How can

data be moved across different service provider

(e.g., can I change from a FitBit to a Garmin

smartwatch and take my previous workout data

with me)? If we truly believe in a future where

IoT services are ubiquitous and interwoven

throughout our life, we will need to more con-

sciously address how these services can manage

and interchange their data, and how we can

make any changes to this data tapestry should

we decide to change services. If my hard disk is

any indicator, this is not going to be an easy

problem to solve!

IN THIS ISSUE
This issue focuses on communication chal-

lenges in the IoT. Guest Editors Mi Zhang, Xiaofan

Jiang, and Steve Hodges have selected three

articles that illustrate three core problems in

this space—you can read their Guest Editors’

Introduction on page 8.

We also have three regular articles in this

issue. In “Handling Limited Resources in Mobile

Computing via Closed-Loop Approximate

Computations,” Parul Pandey and Dario Pompili

describe how, instead of trying to offload compu-

tationally expensive operations from a mobile

device to a server, one can attempt to “gracefully

degrade” the operation’s accuracy. Falling back

to “approximate computing,” a mobile device

can save energy without having to send data to a

more powerful server (which also requires

energy). Their system is able to dynamically

approximate a computation without any need

for programmer annotations—simply based on

the real-time availability of resources and the

application’s accuracy requirements. Combining

this technique with the above-mentioned off-

loading should greatly enhance the computa-

tional capabilities of mobile devices without

significantly affecting their battery lifetime.

In “A User Study of Semi-Autonomous and

Autonomous Highway Driving: An Interactive

Simulation Study,” Junghee Park, Karl Iagnemma,

and Bryan Reimer investigate user-acceptance

of autonomous vehicles from a driver’s point

of view. While previous studies in this area

typically have had to rely on questionnaires,

the authors employ a driving simulator to pro-

vide a higher level of realism. Their study finds

that the majority of their participants gradually

grew to like the full autonomous driving mode

of their system, especially once participants

were allowed “secondary activities” that

allowed them to use the time in the fully auton-

omous vehicle more productively. The biggest

challenge for such systems thus becomes on

how to safely but quickly re-engage drivers in

case of problems that the vehicle is unable to

handle. Will we eventually be able to increase

the lead-in time for such situations enough to

allow drivers to truly and fully disengage from

driving?

In “Assessing User Mental Workload for Smart-

phone Applications with Built-In Sensors,” Liang

Wang, Tao Gu, Alex X. Liu, Hengzhi Yao, Xianping

Tao, and Jian Lu find that a user’s tap strength

while using a smartphone is strongly correlated

with their current mental workload. They validate

their results using several real-world games.

Their work lays the groundwork for mobile appli-

cations that can dynamically adjust their interfa-

ces to a user’s current mental workload, and/or

limiting notifications during stressful periods.

We also have no fewer than five departments

in this issue. The conference department, edited

by Sarah Clinch, features a report on PerDis 2018

by Vito Gentile, Passan El Agroudy, and Ecem

Ergin. The Education and Training Department,

edited by Andrew L. Kun, has an article by

Andreas Riener, a professor for computer sci-

ence at the Technische Hochschule Ingolstadt,
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on “Motivating Students to Understand, Rather

than Consume, Knowledge.” As a part of the

Maker Tech Department, edited by Stefanie

Mueller, Nadya Peek writes about “Making

Machines that Make—Rapid Prototyping of

Rapid Prototyping Machines.” Finally, the Wear-

able Computing Department, edited by Oliver

Amft and Kristof Van Laerhoven, has guest

authors Jamie Ward and Paola Pinti explore the

topic of “Wearables and the Brain.”

MAGAZINE UPDATES
You might have noticed that we, again, have a

new article look! After the big changes of 2018, we

further tweaked our publication process, finally

moving away from in-house (i.e., Computer Soci-

ety) production and outsourcing it to IEEE Pub-

lishing. As an author, this means that you can

now fully profit from all IEEE author support tools

available at the IEEE Author Center https://

ieeeauthorcenter.ieee.org and the Author Gate-

way https://authorgateway.ieee.org. It also means

faster turnaround times and the ability of early-

access online publishing: as soon as an accepted

article has been edited, it will appear on IEEE

Xplore—no need to wait for the actual issue to

appear! The newly developed template should

hopefully also improve article readability, moving

back from a 1-column layout to double column

(although I agree that in times whenmost content

is consumed digitally, print-oriented layouts

might be counterproductive). Note that authors

will not have to use a template anymore for sub-

mission, as the entire typesetting will be handled

by IEEE Publishing. However, for convenience,

IEEE suggests the use of submission templates—

you can find them at https://www.computer.org/

web/peer-review/magazines (both for LaTeX and

Word). Hopefully, these changes will also have a

positive impact on our publishing schedule,

which is currently slightly delayed. I expect that

we will be back to our regular shipping dates by

the end of this year.

TEAM UPDATES
I am pleased to announce that editorial board

member Fahim Kawsar has agreed to step into

an Associate Editor-in-Chief (AEIC) role:

Dr. Fahim Kawsar is the Founding Director of

Pervasive Systems research at Nokia Bell Labs,

Cambridge, U.K., and holds a Design United Pro-

fessorship at TUDelft, TheNetherlands. An experi-

mental computer scientist at heart, he spends

most of his time building sensory AI systems to

explain human behavior. He received the Ph.D.

degree from Waseda University, Tokyo, in 2009.

Contact him at fahim.kawsar@nokia-bell-labs.com.

Fahim has been with the magazine since 2017.

He will act as the Head of Community Efforts—a

newly created role that will manage our Web and

Social Media presence, as well as coordinate out-

reach activities.

The current AEICs and their areas of exper-

tise are thus as follows:

� Steve Hodges: Hardware Technologies and

Robotics.

� Stephen Intille: PervasiveHealth (Departments

Editor).

� Fahim Kawsar: Smart Homes, Enterprises,

and Cities (Community Efforts).

� Nicholas Lane: Pervasive and Mobile AI.

� Mirco Musolesi: Mobile and Sensing Systems.

� Florian Michahelles: Internet of Things.

THE YEAR AHEAD
Here is a short preview of the special issues

we have in stock for the upcoming year:

— April–June 2019: Conversational User Interfa-

ces and Interactions, guest edited by James

Landay, Junehwa Song, and Nuria Oliver.

Even though Alexa, Google Home, Siri, and

Cortona seem everywhere, conversational

interaction is still far from perfect. This

issue explores the challenges and novel

approaches in this exciting field.

— July–September 2019: Pervasive Data Science

and AI, guest edited by Nigel Davies, Nic Lane,

and Mirco Musolesi. Our lives are increasingly

becoming data centric, with an ever-growing

number of applications collecting and ana-

lyzing massive amounts of data. How do we

address questions of ownership, trust, pri-

vacy, consent, but also adaptation, actuation,

fidelity, or hardware-support in this space?

— October–December 2019: Fabricating Perva-

sive Computing Systems, guest edited by

From the Editor in Chief
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Oliver Amft, Jennifer Mankoff, Stefanie

M€uller, and Mary Baker. Personal fabrication

has become a powerful prototyping tool.

Soon, these technologies will also affect the

way we design and build pervasive systems.

This issue explores novel system designs,

manufacturing processes, and fabrication

tools in our field.

— January–March 2020: Growing up with Perva-

sive Computing, guest edited by Vassilis Kos-

takos, Bran Knowles, Panos Markopoulos,

Koji Yatani. Children today not only grow

up with PCs, laptops, and mobile phones,

but are increasingly exposed to pervasive

technologies (e.g., wearables). This inter-

disciplinary issue looks into how pervasive

computing products and services affect chil-

dren and teens.

Thanks in advance to the guest editors who

are coordinating the submission and peer-review

process for these special issue articles! We usu-

ally plan issues 18 months ahead, so if you have

ideas for special issues that you would like us to

consider, please email me (langheinrich@ieee.

org). The EB will then discuss these at its annual

meeting, typically held in late June/early July

each year.

Current calls for papers, including detailed

submission instructions, can be found on the

IEEE Pervasive Computing website at http://

computer.org/pervasive. Note that we also con-

tinuously accept submissions outside those

special issue calls. If you are looking for a publi-

cation venue that makes your work widely acces-

sible within a vibrant community, please submit

and/or encourage others to do so!

Marc Langheinrich is a professor in the Fac-

ulty of Informatics, Universit�a della Svizzera Ital-

iana, Lugano, Switzerland, where he heads the

Research Group for Ubiquitous Computing. His

main research interests include usable privacy,

pervasive displays, and ubiquitous computing.

He received the Ph.D. degree in computer

science from ETH Z€urich, Zurich, Switzerland.

Contact him at langheinrich@ieee.org
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Communication Challenges
in the IoT

& THE COMPUTING INDUSTRY has seen several

“waves:” major shifts in the design of computing

systems, coupled with changes in how, when

and by whom they are used. Innovations in both

hardware and software were key to each succes-

sive wave, a trend which seems likely to con-

tinue. However, the latest wave to emerge is

different from the earlier transitions in one key

regard: rather than being focused on one partic-

ular type of hardware device like a server, PC,

smartphone or tablet, it relies on interactions

with and between a sea of smart, connected

devices. This sea of devices, which we call the

Internet of Things (IoT), is increasingly prevalent

at all scales and in all application domains. When

goods, machinery, and processes are integrated

with the IoT, significant new business opportuni-

ties are enabled. Some pundits refer to this pro-

cess of “digital transformation” as the fourth

industrial revolution.

The October–December special issue of IEEE

PERVASIVE COMPUTING MAGAZINE presented lessons

learned by researchers and practitioners building

practical, efficient, and reliable IoT systems in the

wild work, covering real-world scenarios from

education in schools to plant growth control in

greenhouses. In this special issue, we shift our

focus to IoT communication. Communication

between IoT devices themselves and with the

Internet lie at the heart of IoT. IoT communication

is the basis for remote monitoring, data exchange

and analytics, and thus is the foundation of mil-

lions of applications built at top of IoT. To realize

the full potential of IoT, however, a number of

challenges related to IoT communication must be

addressed.

With the help of our authors, this special

issue features three articles relating to IoT

communication. Each article targets a unique

challenge of IoT communication: security, reli-

ability, and efficiency. Specifically, the first article

“Ensuring Confidentiality in the Cloud of Things”

focuses on secure IoT communication, aiming to

address the security challenge in communica-

tion between IoT devices and cloud. In this arti-

cle, Eugster et al. propose a system named STYX

that leverages partially homomorphic encryp-

tion to maximally preserve confidentiality when

processing sensitive queries sent from IoT

devices in an untrusted cloud environment, mak-

ing a significant advance on turning the vision of

a confidentiality-preserving Cloud of Things into

reality. The second article “Dynamic IoT Chore-

ographies–Managing Discovery, Distribution,

Failure and Reconfiguration” focuses on reliable

IoT communication, with the goal to enable auto-

matic IoT discovery, reconfiguration, and failure

detection. In this article, Seeger et al. describe a

novel framework that allows dynamic reconfigu-

ration of IoT choreographies so that new IoT

devices can appear and vanish on-the-fly. They

also present a detector based on the concept of

accrual failure detection that is able to quickly

detect the failure of the IoT choreography.

Digital Object Identifier 10.1109/MPRV.2019.2899280
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Finally, the last article in the special issue titled

“Area Occupancy Counting through Sparse

Ambient Structural Vibration Sensing” illustrates

a concrete example on how efficient IoT commu-

nication could enable next-generation smart

buildings. By capturing pedestrian footsteps,

using networked IoT devices equipped with

vibration sensors deployed on building floors,

Pan et al. show that with efficient communica-

tion, these networked IoT devices can collabora-

tively infer building occupancy. The authors

have deployed their system and tested it in both

controlled and uncontrolled settings and demon-

strated its impressive performance.

We hope that the experiences and findings

presented in these three selected articles pro-

vide readers with a deeper understanding and

new thoughts. Ultimately, as the promise of the

fourth industrial revolution begins to become a

reality, we hope to inspire new research which

builds on and extends this important work to

address the communication challenges of the

Internet of Things.

Mi Zhang is an assistant professor in the Depart-

ments of Electrical and Computing Engineering and

Computer Science and Engineering, Michigan State

University, where he leads the Intelligent Sensing

and Mobile Systems Group. His main research inter-

est include the intersection of sensing systems and

machine intelligence, with a focus on mobile and

embedded deep learning systems and their applica-

tions in health care and well-being. He received

the PhD degree in computer engineering from the

University of Southern California. Contact him at

mizhang@egr.msu.edu.

Xiaofan (Fred) Jiang is an assistant professor of

Electrical Engineering and Computer Engineering,

Columbia University and the co-chair of Smart Cities

Center, Data Science Institute. His research interests

are at the intersection of systems and data science,

including Internet of Things, physical data analytics,

smart and sustainable buildings, mobile and wear-

able systems, and connected health. He received the
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Abstract—Leveraging low-cost public clouds for gathering and processing data from

large numbers of devices is an appealing approach to unleash the potential of the

Internet of Things (IoT). This combination of clouds with the IoT—dubbed Cloud of

Things (CoT)—is, however, built on insecure foundations. Public clouds exhibit

inherent security vulnerabilities due to multitenancy, and adding resource-constrained

IoT devices deployed in the wild further complicates cyber trust. A promising

avenue consists in intelligently utilizing partially homomorphic encryption to compute

on data in an encrypted form in an untrusted cloud. We summarize experiences

gathered while transitioning this vision for confidentiality-preserving CoT to practice

for processing continuous queries on streams of sensitive data generated by

IoT devices.

& THE UBIQUITY OF computing devices is driv-

ing a massive increase in the amount of data

generated by humans and machines. With the

advent of the Internet of Things (IoT), many

more billions of devices are expected to con-

tinuously collect sensitive data (e.g., location

data and personal health data). Due to limited

storage and computation capacity available

on IoT devices, the current de facto model for

building IoT applications is to send the data

gathered from physical devices to the cloud

for both computation and storage, as for

example with Samsung’s SmartThings (www.

smartthings.com), leading to the paradigm of

Cloud of Things (CoT).

Due to the sheer amount of data generated

by IoT devices, building a confidential cloud

infrastructure for CoT applications is very

expensive compared to using a low-cost pub-

lic (untrusted) cloud infrastructure. Therefore,
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public clouds are typically used for process-

ing continuous queries including on sensitive

data. However, this trend is leading to increas-

ing concerns over data confidentiality and is a

major deterrent to more widespread adoption

of IoT solutions.

One way to mitigate these concerns is to

encrypt data at the source (i.e., IoT device) and

to solely use the cloud for storage purposes.

While this approach addresses the confidential-

ity concerns, all computations need to be per-

formed in trusted environments, thus strongly

limiting the computational capabilities available

for IoT solutions.

A promising approach to overcome this bot-

tleneck is to use homomorphic encryption and

execute all operations over encrypted data.

PARTIALLY HOMOMORPHIC
ENCRYPTION (PHE)

The idea of encrypting data in such a way that

unrestricted computations on it are possible

while encrypted is very appealing. Fully homomor-

phic encryption (FHE) allows arbitrary computa-

tions on encrypted data but is unfortunately

prohibitively expensive in practice, causing slow-

downs by a factor of 109 times over computations

on plaintext data despite continuous advances.1

Fortunately, several existing cryptosystems read-

ily support partially homomorphic encryption

(PHE)2, which does not support the entire spec-

trum of computations on corresponding cipher-

texts but only individual operations such as

addition, multipl-ication, equality comparison, or

order-based comparison.

Leveraging PHE

Homomorphisms of PHE schemes are based

on intrinsic properties of these cryptosystems

and are thus availablewithout adding further over-

head. For instance, with an additive (symmetric)

homomorphic encryption scheme defined via two

functions E: K � P ! C and D: K � C ! P for

encrypting and decrypting data, respectively

(K, P, and C representing the domains of keys,

plaintexts, and encrypted values, respectively),

there exists a knownbinary operation op such that

Dðk; c1 op c2Þ ¼ p1þ p2

with

c1 ¼ E k; p1ð Þ; c2 ¼ E k; p2ð Þ:

In other terms, the encrypted forms c1 and

c1 of two plaintext operands p1 and p2 can be

“combined” via op, and the resulting value

can be decrypted with key k to yield the

result of adding p1 and p2 in plaintext. Trivi-

ally, this allows the underlined computation

via op to be performed in an untrusted envi-

ronment such as a public cloud, with only the

encryption of data and decryption of results

requiring key k to be performed at the client.

As an example, with the Paillier cryptosystem,

op is a modular multiplication. Sidebar “PHE

background” provides an overview of com-

monly used PHE schemes and existing PHE-

based systems which apply PHE for stored

data and batch processing.

Challenges

But can PHE be applied successfully for

latency-sensitive processing of continuous data

streams? A straightforward application of PHE to

existing stream processing solutions to support

computations over encrypted data is unlikely to

be practical, especially if expecting programmers

to do somanually.

C1. Complexity of cryptosystems. Dozens of PHE

schemes exist, varying by operations sup-

ported, efficiency, size of encrypted data,

etc. CoT application developers do not nec-

essarily possess sufficient knowledge to judi-

ciously select among these, especially not

for deployment on resource-constrained IoT

devices.

C2. Complexity of queries and data. Real-life

queries can become quite complex, leading

to intricate intertwining and combining of

data items throughout lengthy sequences of

processing stages. Tracking of data lineage

becomes complex, yet it is necessary to

determine which PHE schemes need to be

applied to which input data.

C3. Application variables and constants. Variable

initializations and constants appearing in a

query must be carefully handled to preserve

confidentiality.
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C4. Data size overhead. Encryption typically

increases the size of input data, with differ-

ent factors for different cryptosystems.

Cryptosystem-aware optimizations are

required to reduce this size overhead and to

achieve efficient execution in dynamic exe-

cution environments.

C5. Inherent limitations. As hinted to by their

names, PHE schemes do not support arbi-

trary computations. Unsupported opera-

tions may have to involve the trusted client

side, to be completed there or for data to

undergo re-encryption to the schemes

required by subsequent operations in the

cloud.3,4 While the number of re-encryptions

can be small for many CoT applications (e.g.,

the SmartThings application ecosystem

requires re-encryptions for only 12 out of a

total of 127 applications), application pro-

grammers can hardly be expected to identify

these bottlenecks and deal with them.

C6. Resource management. Processing continu-

ous queries typically involves a pipeline of

computing tasks each of which may have

one or more instances running concurrently.

The deployment profile, which maps such

tasks to virtual machines in the cloud,

should make good use of resources to avoid

bottlenecks. Known mapping heuristics do

not consider encryption that shifts bottle-

necks, e.g., by altering computation/commu-

nication overhead ratios.

C7. Key compromises. With applications running

continuously and potentially indefinetly,

secret keys used for encryption need to be

updated periodically or on demand. Such

updates on IoT devices should be made

transparently to the CoT application and

should not cause disruptions to streaming

queries or lead to missing results.

PUTTING PHE TO WORK
We have addressed the mentioned chal-

lenges in the design of a system called STYX,

enforcing confidentiality against a semihonest

adversary with full access to servers in the cloud

that may inspect all data in the servers.5 Figure 1

illustrates the high-level architecture of STYX.

Automatically Applying PHE

As is common with stream processing sys-

tems, application programmers use the STYX

API and associated annotations to describe a

graph; vertexes represent operations and edges

represent streams of data tuples, each with a set

of data fields. We give more details about the

programming model and API in Sidebar “STYX

API”. STYX analyzes stream applications, per-

forming homomorphism analysis3 on the graph

to generate an encryption strategy, using the

respective cryptosystems for individual parts of

streams to execute the graph in a confidential-

ity-preserving manner (cf., C1). The outcome of

this analysis is used to generate keys corre-

sponding to the cryptosystems as outlined

shortly in Section “KEY MANAGEMENT” and

send them to the IoT devices using secure chan-

nels. Next, STYX identifies the number of parallel

computing tasks required for each graph vertex

and schedules the graph for execution.

STYX leverages the idea that users usually

can access some limited computing resources

that are trusted, where typically query results

are sent. We refer to these resources as the client

tier. In contrast, the compute resources in the

cloud are untrusted. STYX utilizes the client tier

for application development and compilation,

and, minimally, for deployment of an encryption

oracle and key manager (described shortly).

STYX’s goal is to maximize the extent to which

the untrusted cloud is used for execution.

Figure 1. STYX architecture.
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Techniques

Several original techniques are applied to

address the challenges C2–C6, more specifically

including

Encrypting public streams (C2): Sometimes an

application may involve plaintext data from pub-

lic streams (e.g., stock quotes) as part of its

logic. Though public, we may still need to

encrypt them if they are to be combined or com-

pared with confidential data. For easily integrat-

ing public data into a program, STYX provides

special vertex classes that automatically encrypt

plaintext streams under the appropriate PHE

scheme.

Field masking (C2, C4): In traditional stream

processing systems, all fields are sent to com-

pute vertexes, even if a field is unused. For plain-

text program graphs, this is usually not a

substantial overhead, but when computation

happens over encrypted data, omitting unused

fields has a significant impact because of the

encryption size overhead. For example, an addi-

tion of two long, 64-bit operands in plaintext

may translate to an operation over two 2048-bit

operands in the encrypted data stream. There-

fore, STYX automatically identifies and prunes

unused fields automatically without having to

alter the indexing of existing fields, by replacing

unused fields with nulls.

Initialization and constants (C3): Standard

operations like sum ¼ sumþ value usually

require sum to be initialized to 0 or another

value, say k, before being executed. When the

same operation is performed over encrypted

data, sum must be initialized to the encrypted

value of k, encrypted using the same cryptosys-

tem and key as value. STYX handles this by

allowing the runtime system to request encryp-

tion of constants from the encryption oracle.

Re-encryption (C5): Once the analyzer deter-

mines the cryptosystems required for each

stream, it may be the case that some operations

cannot be performed in the cloud over the avail-

able PHE schemes. To get around this issue, STYX

may decide to either perform that operation in the

client tier before returning the result, or to re-

encrypt the stream and continue computation in

the cloud. For re-encryption, STYX inserts special

re-encryption vertexes into the graph and marks

them, so they get scheduled on the client tier

only. To improve the performance of re-encryp-

tion, the encryption oracle caches values

decrypted from, or encrypted to, a deterministic

cryptosystem. For probabilistic cryptosystems

where caching does not work, a small amount of

random numbers is precomputed and stored to

speed up re-encryptions.

Deployment heuristics (C6): Typically, stream

processing systems require an application pro-

grammer to specify the number of tasks assigned

to each vertex in the graph (deployment profile)

for an application. STYX currently uses a simple,

yet effective heuristic based on linear program-

ming to automatically derive a deployment pro-

file for execution on encrypted data from a

corresponding description for plaintext5. These

techniques make confidentiality-preserving com-

putation for the CoT without burdening pro-

grammers feasible in terms of performance, as

demonstrated in Sidebar “Performance.”

KEY MANAGEMENT
Managing encryption keys for IoT devices in a

distributed setting is a challenging problem

(C7)6,7. If there is no trusted party, keys can be

pre-installed onto a device and used to establish

new session keys. We assume that IoT devices

are connected to the Internet and are capable of

establishing a secure, authenticated channel to

the device owner (key manager), allowing keys

to be updated using standard protocols such as

TLS. For constrained environments, such as sen-

sors and health-care devices, more lightweight

alternatives have been proposed.8,9 Each IoT

device receives only required keys, but a prereq-

uisite for combining data via PHE is that the data

are encrypted with the same cryptosystem and

the same key. To limit the potential damage of

compromised keys, it is crucial to limit the shar-

ing of keys as much as possible.

Limiting Key Sharing in Time

One of the challenges of using homomor-

phic encryption for IoT streaming is that

applications are often long lived, which

increases the chance of key compromises. To

mitigate this, STYX allows the encryption keys

to be updated, periodically, or on demand,

e.g., in response to a suspected key compro-

mise. (Sidebar “Performance” also assesses
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the costs of key updates.) Because homomor-

phic operations can only be carried out on

operands encrypted with the same key, key

updates are, however, not straightforward for

continuous queries.

Assume that all IoT devices are considered to

form a single logical group and therefore they

share the same keys for same operations (we

will relax this shortly). When a key change is ini-

tiated, new emitted tuples cannot be simply

encrypted with the new key. That would result

in a stream as follows:

This makes it impossible to use a sliding win-

dow that contains both p1 and p2, because they

are encrypted with different keys k1 and k2,

respectively. An example of such computation

would be a query that computes a sum from the

last few received items.

An approach to deal with this problem is to

emit tuples encrypted with the old as well as the

new key for a transition period. This period

must span the length of the sliding aggregation

window. The resulting stream for a window of

size two is shown below:

Here, values p2 and p3 are emitted under

the old and new keys. This enables STYX to

aggregate fpi; piþ1g 8i 2 ½1 . . . 3�. This solution

works well as long as the sliding window is

small. For large sliding windows, or for queries

with aggregation functions that span the entire

duration of the query, the above-mentioned

solution becomes inefficient, since for every

key change, and as long as the sliding window

does not end, another stream is added. In this

case, we can resort to the client tier for re-

encrypting the current aggregated result under

the new key. After the re-encryption step, the

query can correctly handle tuples encrypted

with new keys.

Limiting Key Sharing in Space

To reduce the number of affected devices in

the event of a key compromise, we also consider

application semantics. More precisely, while for

operations to be performed over encrypted data,

fields of data involved in the same operation

need to be encrypted using the same key, fields

not involved in the same operation can use dis-

tinct keys. Using different keys can prevent leak-

ing relations between fields unnecessarily and

further minimize the impact of key compromises.

Following this intuition, we derive two invariants

that we enforce for keys, to minimize data leaks

while preserving program correctness.

I1. Correctness: Fields involved in the same opera-

tions need to be encrypted using the same key.

I2. Security: Fields not involved in the same opera-

tions need to be encrypted using different keys.

The key manager (see Figure 1) uses the

encryption strategy generated during the homo-

morphism analysis step to decide how to gener-

ate keys. It then associates a key to each field in

a manner that satisfies the above-mentioned

invariants. Once keys are generated, the key

manager opens a secure channel with each IoT

device and sends only the keys each device

requires, according to what field each device

generates. To keep track of what keys are sent to

each device, the key manager stores metadata

information about each IoT device and corre-

sponding keys.

CONCLUSIONS AND ONGOING
WORK

In this paper, we have given an overview of

STYX, a system for confidentiality-preserving

continuous query execution in untrusted clouds.

STYX leverages PHE to perform CoT computa-

tions over encrypted data, without burdening

the programmer with the particularities of the

underlying cryptosystems. In short, STYX

achieves this through an intuitive API that allows

the programmer to focus on application logic, an

automated homomorphism analysis, several

original compilation techniques, and a smart

deployment optimizing cloud resource usage.

Our approach makes a number of assumptions,

which we are currently revisiting to extend its

scope, including

a. all data streams are generated by one party;

Communication Challenges in the IoT
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PHE Background

S everal authors have proposed using PHE for
ensuring confidentiality in untrusted environments

such as the cloud. Table 1 provides an overview of PHE
schemes used in such systems2. However, existing solutions
focus on storage or batch processing. For instance, the
seminal CryptDB16 was implemented on top of MySQL,
while Monomi17 and Talos18 were implemented on the
top of the Postgres database. These database-centric
solutions are not a good fit for many CoT applications since
those applications are typically implemented as
continuous queries in a stream processing system. Simi-
larly, other prior works such as MrCrypt19 or our own
Crypsis20 leverage PHE for individual Hadoop MapReduce
tasks or Pig queries, respectively, thus focusing on batch

processing, which exhibits different constraints than contin-
uous stream processing.

Table 1. PHE schemes.

Homomorphism Example cryptosystems

Addition ðaþ bÞ Benaloh, Paillier

Multiplication ða� bÞ ElGamal, Unpadded RSA

Determinism ða ¼¼ bÞ AES-CBC

Order-preservation ða > bÞ OPE, ORE

Search ðb ¼¼ �a�Þ SWP

STYX API

A pplication programmers use the abstractions
provided by our STYX Java API to specify a stream

processing graph. Listing 1 shows an example
implementation for a vertex in STYX. The code is part of
a graph that keeps track of the sum of values for differ-
ent groups and occasionally emits the aggregated
results.

The main abstractions are

� STYXVertex. This base class is extended by pro-
grammers to express computation in a graph vertex.
The class provides the execute() method, which is
invoked by STYX when a tuple arrives at a vertex for
processing. In the example, every time the vertex

Listing 1. STYX code for finding the sum of each group.
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receives a timing tuple, signifying a predefined time
has elapsed, the vertex emits the sum of all groups
(line 7); otherwise, it handles the input tuple.

� SecField. Programmers use this class to realize the
abstraction of a confidential field, abstracting away
the details of the cryptosystem used to encrypt corre-
sponding values. In the example, an input tuple con-
tains two fields: the group name and the value for
that group, which can be accessed as shown in
lines 9 and 10.

� SecOper. This class provided by STYX exposes a set of
methods that allow programmers to use standard
operations such as multiply, add, compare, or equal.
Methods in SecOper class take SecField objects as
input and return a Boolean (for comparisons) or a Sec-

Field that contains the encrypted result. Lines 12–16 in

the example show how the SecOper.add() method is
used to update the sum of a group with the newly
received value and save the new sum in a map
groupSums.

Programmers further annotate streams with the opera-
tions they want to perform on them. In the example, Sum-

Vertex expects a stream with two fields. The programmer
annotates this stream with @secStream(ops ¼ {“{eq}”,

“{sum}”}), as shown in line 1, indicating that the first field is
used in equality comparisons and the second one in sum-
ming. These annotations enable our graph analysis to
identify the suitable cryptosystems for performing opera-
tions and to apply additional techniques as described in
Section “Techniques”, without requiring a specialized
compiler.

Performance

W e present a small subset of results from benchmark-
ing STYX to assess its overhead with respect to oper-

ating on plaintext.5

The linear road benchmark (LRB) is widely used in eval-
uating stream processing engines (www.cs.brandeis.edu/
�linearroad/). It simulates vehicles traveling through an
expressway generating position reports at fixed time inter-
vals. Position reports contain expressway identifier, direc-
tion of travel, lane identifier, mile marker, etc. These
position reports are processed by a toll levying agency to
dynamically calculate the amount of toll for a vehicle,
identify accident locations, alert vehicles upstream of slow-
downs, etc. LRB also specifies latency invariants like time
within which a toll must be calculated, making it particu-
larly interesting for validating our approach. In addition,
LRB requires re-encryption with STYX. As shown in Figure 2,
latency increases on average with STYX [see Figure 2(b)]
compared to plaintext treatment [see Figure 2(a)], but

maximum latency remains similar; in fact, STYX exhibits
more “regular” response times as a side effect of its deploy-
ment heuristics.

The New York taxi statistics (NYTS) are based on a
dataset (www.chriswhong.com/open-data/foil_nyc_taxi)
released under the freedom of information law. NYTS
finds the top-10 most frequent routes during the last 30
min of taxi servicing. A key change is effectuated at the
beginning of each month. This means all data emitted
with a time stamp within the first 30 min of every month
will be encrypted under the old and new key. STYX com-
pletes processing with only an additional 25% time com-
pared to plaintext. Furthermore, the average delay
caused by a key change every month is minimal (about
1%). Figure 3 shows the response time for the full run with
key changes every month. The plot shows intermittent
spikes in response time every month due to key
changes, but the majority of tuples (90th percentile

Figure 2. Response times for LRB on STYX vs. Storm.
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b. the client tier is trusted and has sufficient

resources;

c. IoT devices are trusted.

Dealing with (a) using PHE only is likely to

lead to many costly re-encryptions and is (thus)

likely to exacerbate the dependence on the

client tier (b). In contrast to other works on so-

called secure multiparty computation that rely

on alternate techniques like encrypted circuits,10

we are currently investigating the use of trusted

hardware such as Intel’s software guard exten-

sions (Intel SGX). While such hardware is

currently not ubiquitous and has constraints of

its own, it is starting to become adopted by

cloud providers, so that an approach that lever-

ages it to the extent possible and beneficial

while falling back to other techniques like re-

encryption in a trusted client tier seems most

promising.11 Trusted hardware can also help

ensuring integrity,12 although other techniques

like replication can provide similar guarantees in

addition to crash fault tolerance.13,14 Addressing

(c) is similarly relevant, as in recent times, IoT

devices were targeted by DDoS attacks. Several

IoT applications require devices to be deployed

remotely and for long term. To be able to rely

on the data generated by these devices, it is

important to verify the state of the devices.

Remote attestation15 is one of the mechanisms

widely used to ensure integrity of the devices.

However, it is a challenge to attest an entire net-

work of nodes with limited resources, and espe-

cially without trusted hardware on nodes.
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Abstract—The Internet of Things is growing at a dramatic rate and extending into various

application domains. We have designed, implemented, and evaluated a resilient and

decentralized system to enable dynamic IoT choreographies. We applied it to maintaining

the functionality of building automation systems so that new devices can appear and

vanish on-the-fly.

& PERVASIVE CONNECTIVITY IN the machine to

machine communication as well as advance-

ments in sensor and actuator technology has

given rise to the Internet of Things (IoT). For com-

panies such as Siemens, the IoT concept plays a

tremendous role for their ongoing evolution

towards full digitalization. Smarter cities, eHealth

systems, or Industry 4.0-enabled manufacturing

plants are transforming into IoT environments. In

this paper, we take an application from the build-

ing automation domain as an example to illus-

trate our solution. While building automation

systems (BAS) having certain specific constraints

and characteristics, the solutions presented in

this paper are applicable to other IoT domains.

In today’s building infrastructures, we find

heterogeneous devices such as lights, switches,

window shutters, air conditioners, light sensors,

or thermostats, which are being IoT-enabled,

i.e., the communication with such components

is based on Internet and Web technologies, such

as the HTTP or CoAP, REST interfaces and data

are exchanged via JSON. In the future, such IoT

environments will become very dynamic. New

devices will vanish and appear on-the-fly during

their lifetime or change their properties.

As an example, imagine a reconfigurable

multipurpose room that users can partition into

multiple rooms by movable walls. When users
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move walls in the room, the installed equipment

should automatically adapt to the new room

configuration, which requires dynamic reconfig-

uration of the building system.

The operation of such a dynamic room today

requires the involvement of technicians at each

reconfiguration stage, or provide a suboptimal

user experience, with light switches not operat-

ing the correct lights, or illuminating only a

portion of the room. For reasons of brevity, we

have confined our example in this paper to a sim-

ple switch-light system which might appear in

such a dynamic meeting room, where a switch

operates an indeterminate number of lights that

may change dynamically.

For these reasons, we have chosen to focus

on the domain of BAS for our application exam-

ple. BAS have additional constraints that are not

present in general IoT systems, but the solutions

presented in this paper are applicable to other

domains.

We approach these challenges by extending

semantic application descriptions (called

recipes) with constraints to enable dynamic

and automatic reconfiguration of applications.

These recipes are executed as a distributed and

autonomous choreography that behaves accord-

ing to constrains configured during design time.

To ensure reliability, we provide a novel mecha-

nism based on accrual failure detection (FD)

that detects failures in the distributed system

and recovers dynamically using the defined

constraint system. Finally, we evaluate our

implementation of the approach through an

application demonstration. Furthermore, we

test the performance of the FD mechanism and

compare it to two related approaches. This

paper builds up on our previous works on

semantically enabled IoT device composition1,2

and marks a further milestone on our continued

research path.

RELATED WORK
When new devices are added to an IoT

environment such as a BAS, they need to be

connected physically, and the software on the

controller needs to be reparametrized and

reconfigured. Today, this task requires substan-

tial effort and profound expertise. Therefore,

it is not possible to enable dynamic behavior in

such a traditional BAS.

Thuluva et al.3 employ Semantic Web tech-

nologies to enable low-effort engineering of auto-

mation systems. However, in their Industry 4.0

approach, they do not focus on the runtime

aspects and dynamic reconfiguration or FD yet.

Using our integration of FD and rule-based inter-

action, the system can be dynamically reconfig-

ured at runtime without user interaction.

The “scope” concept described by Mottola

et al.4 is similar to our concept of offering selec-

tion rules (OSRs). However, the system does not

support dynamic scopes, whereas our system

supports the modification of device descriptions

on-the-fly during the operation of the system

and thus the dynamic reconfiguration of devices.

The DS2OS system by Pahl et al.5 supports

dynamic addition and removal of services through

the use of the blackboard pattern for communica-

tion, but no implicit mechanism is provided to

deal with newly appearing devices, as this must

be implementedmanually by the user. Our system

does not require special handling of dynamic

behavior, only a specification of the requirements

of the service.

Our system composes different services

offered by web-enabled IoT offerings to form an

application. Web service composition can be

classified into two types, service orchestration

and service choreography, based on the way the

participant services interact (for more informa-

tion, see the paper by Sheng et al.6). Applications

in the web-services composition field follow the

orchestration approach and do not cover reli-

ability facets. Khan et al.7 propose a reliable IoT

infrastructure but focus solely on communica-

tion links. They do not examine the aggregation

of nodes into larger applications as provided by

our recipe model.

A basis for reliability in IoT environments is

the detection of failures of involved devices and

services. A high-level approach for such FD for

living spaces with an emphasis on system main-

tenance is presented in the paper by Kodes-

waran et al.8 Kodeswaran et al. suggest detecting

activities of daily living in IoT home environ-

ments which are used to reason about the

expected future degradation of the connected

devices. This approach is valid only for smart
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home applications and is not

suitable for explicit FD in

general purpose IoT systems.

The failure detector des-

cribed in this paper is not

restricted to any specific

application areas.

Chetan et al.9 present the

Gaia middleware for perva-

sive distributed systems that

implements a fault-tolerant

mechanism. However, the FD

in this system is centralized,

which means that the controller is required to

be available during the operation of the services.

In our recipe system, this is not the case, as

nodes can detect the failure of other nodes with-

out communicating with the controller.

DeMoraes Rosetto et al.10 present the design of

an unreliable failure detector for ubiquitous envi-

ronments, which supports grouping and assigning

of different impact factors of nodes. A distributed

fault detection algorithm in a sensor application

based on trust management is presented by Guclu

et al.11 They propose to use a method that relies

on evaluating statements about the trustworthi-

ness of aggregated data from neighbors. This

approach is valid only for homogeneous networks

where data of the same kind is collected. Thus, it

is not applicable in our recipe system, where we

use amore general failure detector.

DYNAMIC DISCOVERY,
DISTRIBUTION, AND
CONFIGURATION

Today, IoT devices are typically composed

by a central entity as a service orchestration.

The central entity, which providers typically

host in the cloud, schedules, and calls different

device and service functions. Such an orches-

tration entails a single point of failure, as well as

latency, network, and privacy disadvantages.

Our system instead forms the components into a

service choreography, where, during operation of

the service, devices speak to each other directly,

without going through a third party. This takes

advantage of the growing “smartness” of automa-

tion devices and aims to partly mitigate the

dependency on a single centralized orchestration

point during operation of the service. Only during

the reconfiguration, the system still requires a

central controller. We describe a possible solu-

tion to this problem in the “Conclusion” section.

At the heart of our system, we use the recipe

concept to represent the abstract structure of

IoT device interactions.1 A recipe describes the

dataflow between devices through ingredients

and interactions, as shown in Figure 1. Ingre-

dients represent a class of devices or services

through a semantic category and a number of

inputs and outputs that carry data type informa-

tion. The category describes the kind of thing

that this ingredient represents. Using semantic

concepts, the category description can be made

as fine- or coarse-grained as desired. The inputs

and outputs describe the type of data that this

ingredient requires for operation, and the results

of its operation. Interactions describe the data

flow between offering inputs and outputs and

must take place between offering inputs and

outputs with matching types. When an offering

receives a set of complete inputs, a computation

or measurement is executed. The result of this

computation is sent to the outputs, and along

the interaction edge to the next offering’s inputs.

This model is also suitable to express “part-of”

relationships for devices consisting of several

ingredients. To model a lamp with color tempera-

ture and brightness inputs, the device would be

modeled as two separate ingredients that have a

“device” nonfunctional property. In the recipe,

the author would then constrain the ingredients

to be part of the same device via OSRs.

Recall that a recipe only represents a tem-

plate for a system. Ingredients represent

placeholders for concrete devices or services.

Figure 1. Instantiating a recipe of ingredients to running choreography of offerings.
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To operate, a recipe needs to be instantiated,

which means that these placeholders need to be

replaced with actual services or devices. We call

these services or devices offerings and the

process of replacing ingredients with offerings

instantiating a recipe.

Offerings are described similarly to ingre-

dients (category, inputs, and outputs), but

correspond to concrete device functionality.

Additionally, offerings contain nonfunctional

information about their current state (such as

location or administrative information), as

opposed to functional information (inputs,

outputs, category, and implementation). Inter-

actions describe the data flow between offering

inputs and outputs and must take place

between offering inputs and outputs with

matching types. When an offering receives a

set of complete inputs, a computation or mea-

surement is executed. The result of this com-

putation is sent to the outputs, and along the

interaction edge to the next offering’s inputs.

To extend the applicability of the recipe con-

cept to other domains, we have introduced two

new concepts into the system, OSRs and recipe

runtime configurations (RRCs).

OSRs describe additional requirements on an

offering’s nonfunctional properties that must be

met in order for the offering to be considered for

an ingredient’s replacement.2 All nonfunctional

properties of offerings can be restricted, and

restrictions can be combined with Boolean

operators. Also, cardinality restrictions allow

limiting the number of offerings that replace an

ingredient between a lower and upper bound.

Offering selection rules allow the expression of

more complex system requirements than

through semantic matching on functional prop-

erties alone.

RRCs contain information about a specific

instance of a recipe. Recipes may be instantiated

multiple times, possibly with different OSRs, and

each instantiation forms a new RRC. The process

of selecting offerings that fulfill the requirements

to be part of a recipe is called offering discovery.

In this process, the matching of category as well

as input and output types of an ingredient in the

RRC is determined. This process strongly relies

on the semantic annotation of the descriptions

of offerings and recipes. The recipe runtime con-

figuration allows the instantiation of a single rec-

ipe multiple times with varying OSRs. Currently,

this is done through the repeated instantiation

of predefined static templates, and RRCs replace

this mechanism with a more flexible approach.

Using these concepts, we have built a system

that enables (1) the specification of recipes in a

graphical recipe editor, (2) browsing and view-

ing of recipes, (3) creating and modifying RRCs,

and (4) building executable choreographies

from RRCs. The relevant components are: the

controller, which hosts the graphical interface

(described in more detail by Thuluva et al.1)

and enables the creation of choreographies from

recipes, a semantic database for persistence and

semantic operations and finally the engine.

These components and their interaction are

shown in Figure 2.

The engine is a piece of software hosted on

smart devices that allows the running of chore-

ographies. Each engine carries a description of

the offering it provides (the so-called offering

description) and provides an interface to realize

the operation of choreographies. The engine

uses the concepts described by Br€oring et al.12

to adapt heterogeneous devices to the standard-

ized recipe interface.

Controller and engine work together to

enable the running of distributed choreogra-

phies generated from RRCs. When an engine is

added to the network or configuration of the

engine changes, it registers at the controller

Figure 2. FD in a distributed IoT environment. Red arrows

indicate FD communication and black lines indicate application

communication.
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with its offering description. The controller then

runs the offering discovery process, finding all

RRCs that the newly added engine should be

part of. From the recipe corresponding to the

RRC, the controller derives all offerings that the

engine should communicate with. This commu-

nication information is encoded into a so-called

interaction descriptor (InDes) for each engine

part of the RRC and distributed.

An interaction descriptor contains infor-

mation about the components communication

behavior derived from the recipe. It contains

information on which inputs should be mapped

to which outputs, and information on the failure

detector configuration to use for this communica-

tion link. After receiving an interaction descrip-

tor, the engine can fulfill service execution and

FD autonomously, without communication with

the controller.

Using the mechanism described above, a cho-

reography is created and run. The engine receives

input data (sent via HTTP PUT requests encoded

as JSONdata) and transfers that data to the imple-

menting service or device. This communication is

shown by black arrows in Figure 2. The service

creates new output that the engine again encodes

as JSON and sends to the REST endpoints

described in the output section of its interaction

descriptor. Once the choreography is created,

the controller is no longer required, and the func-

tionality described by the recipe is provided by

offeringswithout centralized coordination.

An example of this approach for a light control

recipe is shown in Figure 2: the recipe consists of

two switches (O1 and O3) controlling lights (O2

and O4). Two offerings are currently not part of a

recipe (O5, O6), and thus do not exchange recipe

data. Each switch controls a single light. The

straight black arrows show recipe data flow,

whereas the red arrows show monitoring links

created from this recipe data flow. It can be seen

that all recipe data flows result in exactly one

monitoring link being created with additional

backlinks to initial nodes of the recipe. Unused

offerings that are not part of a recipe are con-

nected into a ring bymonitoring links to maintain

readiness. When failure is detected by a node

according to the recipe-specific FD parameters, a

notification is sent to the controller (represented

by the red arrow to the controller) and the

controller reruns the offering selection mecha-

nism to replace the failed offering.

FAILURE DETECTION
As outlined above, choreographies have clear

advantages over centralized compositions. How-

ever, when minimizing the role of a centralized

component, detection of component failures

becomes more challenging. In the case of running

choreographies for automation systems or the

IoT, a mechanism for FD is especially important,

as failures have a more severe impact and are

more likely compared to traditional web services.

Hence, our aim is to ensure that the detector

notices the failure of a choreography, and the

controller recovers the failed choreography, so

that our system can provide services with mini-

mal downtime.

We have designed a FD algorithm that takes

these factors into account and provides the engine

with high-level information on the reliability of

nodes it communicates with. The algorithm is self-

adaptive and flexible and thus can be applied not

only in BAS but also in other IoT applications.

Additionally, the failure detector uses constant

memory over the full range of parameters, which

is important for embedded and constrained devi-

ces. The failure detector is based on the concept

of accrual FD described by Hayashibara et al.13 We

have named our approach iota-FD (“Internet of

Things Accrual Failure Detector”).

The FD algorithm is deployed on each node in

a system. A client is a node that is monitored by

the algorithm. A server is a node thatmonitors cli-

ents. If needed, a node can be both a client and a

server.

An accrual function as defined in the paper

by D�efago et al.13 is a suspicion function whose

output value represents the confidence of the

failure detector that a monitored device has

crashed. Values close to 0 imply that the device

is working correctly, while greater values indi-

cate higher confidence that a monitored device

has crashed. In our system, we use a

per-service suspicion threshold, above which we

consider a device crashed. When suspicion

approaches this value, our system can take

mitigating action such as migrating data or find

a suitable replacement for a service.
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We implement the accrual suspicion function

using the Chebyshev one-sided inequality to

easily approximate the probability of the pres-

ence of a crashed device. Using a recursive com-

putation about the mean value and variance of

inter-arrival heartbeat times, we can efficiently

calculate and update the suspicion level over

time while using constant memory. This is an

advantage to be implemented using the empiri-

cal distribution function, which requires storage

of the complete list of timestamps.

In addition, iota-FD provides measurements

about the critical resources left in a monitored

device (e.g., battery level). With the help of

the collected measurements, the FD builds a

Lagrange polynomial, which estimates the deple-

tion/augmentation of the resources. This infor-

mation can be used to indicate when devices

need to be serviced.

Finally, iota-FD measures the quality of the

end-to-end communication link between a server

and a client. This is achieved by estimating the

current packet drop rate. Using a weighted expo-

nential moving average, the calculated drop rate

changes over time and does not remain static,

i.e., the iota-FD is able to “forget” past disrup-

tions in the network and “learn” new, once they

have occurred. This information can be used

to differentiate between crashed devices and

devices whose heartbeats are lost because of

bad network conditions.

Summarizing the above, the suspicion func-

tion s(t), the packet loss predictor p(t) and the

resource predictor r(t) are shown in the follow-

ing definition:

Definition: With the last n heartbeats received

at times t0 < t1 < t2 . . . < tn and the cur-

rent timestamp iota-FD computes:

� sðtÞ ¼ �log10ðPr½X > t� tn�1�Þ ¼ �log10
ð sðtÞ2
sðtÞ2þðt�tn�1�mðtÞÞ2Þ, whereX is the time delay

until a new heartbeat will be received in the

future and m and s are, respectively, the

mean and variance of the distribution of

heartbeat inter-arrival times.

mðtÞ is calculated from the current sum of

the inter-arrival times of timestamps r

divided by the number of received time-

stamps n, while sðtÞ2 is calculated from the

current sum of the squares of the inter-

arrival times of all timestamps k and r

using the equality sðtÞ2 ¼ ðkn � ðrnÞ2Þð n
n�1Þ.

Both r and k are reset when vmax timestamps

have been received. To reduce the impact of

this reset on the quality of the period estima-

tion, old estimations are used until a certain

minimum number of timestamps vmin has

been received.

Thus, the calculation of the suspicion function

requires enough storage for two unsigned

integers large enough to not overflow within

the chosen learning window, and one integer

to store the current number of timestamps.

The memory required for FD is thus indepen-

dent of the learning window, an important

advantage over competing implementations.

� pðtÞ ¼ pðtnÞ ¼ a last burst length
total slidingwindow length þ ð1� aÞ

pðtn�1Þ, where a is a parameter that deter-

mines the speed of learning (first term)

and forgetting (second term) of future and

past bursts, respectively.

� rðtÞ ¼ P3
j¼0 ½rtn�j�1

Q3
i¼0;i6¼j ð t�tn�i�1

tn�j�1�tn�i�1
Þ�

where r 2 ½0; 1� is received with every heart-

beat and expresses the level of resources cur-

rently left at a client device. No assumptions

are made about how r is calculated by the

client.

Iota-FD provides a wide variety of parameters

to configure FD on a per-node and per-service

basis: the learning window size used for the esti-

mation of heartbeat timings of the algorithm can

be adjusted freely. The estimator for heartbeat

timings is self-adapting, allowing clients to adjust

their heartbeat frequency dynamically based on

external factors such as battery charge without

requiring explicit configuration. Alternatively,

the heartbeat period can be adjusted based on

the “importance” of the service in the recipe or

other factors depending on the recipe definition.

Additionally, the information computed

through p(t) and r(t) allow the definition of fine-

grained policies for the application (such as “if

suspicion is medium-high and no packet loss

bursts were registered, migrate service data in

preparation for a device crash” or “if the resour-

ces will be below a certain threshold in 2 hours,

notify the administration to schedule a servicing

routine”). Service definitions can include such
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policies to define QoS requirements on the ser-

vice, and continually evaluate the current qual-

ity of the service. We plan an implementation of

this functionality in the future.

EVALUATION
To measure the behavior of our failure

detector as compared to other state-of-the-art

failure detectors suitable for usage in distrib-

uted IoT systems, we have measured the behav-

ior of our approach compared with two other

failure detectors:

First, we compare iota-FD against the “Phi-

Accrual” failure detector defined by Hayashibara

et al.,13 which uses a different implementation of

the suspicion function compared to iota-FD. It is

used in the Apache Cassandra distributed data-

base and Akka distributed programming frame-

work. The Phi-Accrual detector always assumes

that the inter-arrival times of the heartbeats are

normally distributed. It calculates the above-

mentioned probability using the same estima-

tors but applies them to the normal cumulative

distribution function instead of the Chebyshev

inequality as iota-FD does.

Second, we evaluate the “Adaptive” failure

detector proposed by Satzger et al.14 that uses a

different definition of the suspicion function,

where s(t) 2 [0, 1] is the probability that a node

has crashed. The value of s(t) is computed using

the empirical distribution function applied to a

list of stored heartbeat inter-arrival times.

As the related work focuses on pure accrual

FD, we will not benchmark the resource and

packet drop estimators but focus on the accrual

functions. In this evaluation, we will evaluate the

tradeoffs between one performance (detection

time) and two accuracy QoS metrics (average

mistake rate and query accuracy probability)

defined by Chen et al.15 for the three failure

detectors with comparable parameterizations.

Detection time is the time a failure detector

needs to permanently start suspecting a crashed

device, average mistake rate measures how

often a correct device is wrongly suspected to

have crashed and query accuracy probability

measures the probability that when queried at a

random time, a failure detector will answer cor-

rectly whether a device is faulty or correct.

These parameters are the threshold U, the

learning window size vmax, the refresh duration

vmin (only iota-FD), and the smoothness parame-

ter a (only Adaptive).

The learningwindow sizevmax was fixed to 500

for all failure detectors as a configuration that is

suitable for the types of constrained devices that

are targeted. The rest of the parameters were var-

ied to generate the QoS graphs in Figure 3.

The simulations were run as follows: Heart-

beat times were generated using a normal distri-

bution with a mean of 1 and a variance of 9.

This distribution stems from application and

network level variance as to the generation of

heartbeats. It models a case where the majority

of heartbeats are received with delays between

zero and five-time units, most of which are

located in the surroundings of one-time unit.

Additionally, the burst packet loss model from

ns-3 (described at https://www.nsnam.org/

doxygen/classns3_1_1_burst_error_model.

html#details) was used to model packet loss in

a wide area network. The failure detector algo-

rithms were applied to the resulting heartbeat

Figure 3.Mistake rate versus detection time (left) and query accuracy probability versus detection time (right).
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times, and the values of the suspicion function

were sampled. From this data, mistake rate,

detection time and query accuracy probability

were computed for different thresholds U. The

values for corresponding U are joined to illus-

trate the tradeoffs between accuracy and per-

formance metrics.

As it is shown in Figure 3, the Adaptive failure

detector is a special case: its suspicion function is

a discrete function, and the learning buffer was not

large enough to generate a smooth curve. A small

learning window of 500 heartbeats was chosen as

IoT devices are constrained. This resulted in a very

low detection time of the Adaptive failure detector

(lower than both other failure detectors), but also

a correspondingly high mistake rate can be

observed. Additionally, it is not possible to adjust

the tradeoff between both parameters by varying

U. On the other hand, both the Phi and iota-FD

approaches allow this tradeoff, with the iota-FD

performing better in both tradeoffs, which results

in a lower detection time for a certain mistake rate

or query accuracy probability and vice versa.

In addition to the above evaluation of the FD

mechanism, we have built a small application dem-

onstration using two “switch” offerings (Raspberry

Pi single board computers with attached pushbut-

tons) and two “light” offerings (one smart office

light accessible via CoAP, and one Philips Hue

(https://www2.meethue.com/en-us) light accessi-

ble viaHTTPREST).We created a recipe that allows

control of offerings of the category “Light” located

in “Room A” from all offerings with the category

“Switch” in “Room A.. We also added a “maximum

cardinality of 1” constraint to the switch ingredient.

The two switchofferingswere connected to the net-

work, and one switch was selected for control of

the lights. To see the reliability functionality in

action, we then removed power to the switch cur-

rently controlling the light and observed failover to

the second switch within 15 seconds. A recording

of this application example’s operation accompa-

nied by narration is available at https://mediatum.

ub.tum.de/1403134?show_id¼ 1432951.

CONCLUSION
This paper proposes an architecture that

allows dynamic reconfiguration of IoT choreogra-

phies based on the iota-FD mechanism for FD. We

applied our approach in a building automation

scenario and evaluated the iota-FD mechanism in

comparison to two other approaches. We found

the recipe system represents a suitable program-

ming approach for dynamic automation systems

and the iota-FD is well suited for IoT use cases

where small learning buffers are assumed due to

constrained devices. Iota-FD also provides a wide

array of parameters that can be adjusted on a per-

application basis. Using recipes, dynamic chore-

ographies can be created that self-adapt to chang-

ing device stateswithout user interaction.

Having implemented and evaluated our reli-

ability approach formanaging dynamic IoT chore-

ographies, we are planning to extend both the

evaluation and implementation. On the imple-

mentation level, we plan to take advantage of soft-

ware-defined networking technology to be able to

replace offerings in a network-aware fashion.

Additionally, we will evaluate the implementation

of a distributed controller using replication and

leader selection.

Beyond reliability, we will extend the capabili-

ties of the offering description to not only describ-

ing choreographies of web services, but allowing

computation offerings aswell, with features compa-

rable to fog computing technology, i.e., being able

to deploy computation offerings to a local “cloud”

and being able to seamlessly migrate such compu-

tations between nodes. Furthermore, an important

aspect of future work will be the validation of a

reconfigured choreography after a recovered fail-

ure. Here, this challenge can be either tackled in

advance of execution, by introducing further

semantics to device descriptions, or at runtime, by

performing consistency checks aftermediation.
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Area Occupancy Counting
Through Sparse Structural
Vibration Sensing
Shijia Pan, Mostafa Mirshekari,

Jonathon Fagert, Carlos Ruiz,

Hae Young Noh, and Pei Zhang

Carnegie Mellon University

Abstract—This paper presents an indoor area occupancy counting system utilizing the

ambient structural vibration inducedby pedestrian footsteps.Our systemachieves 99.55%

accuracy in pedestrian footsteps detection, 0.2 peoplemeanestimation error in pedestrian

traffic estimation, and0.2 area occupant activity estimation error in real-world

uncontrolled experiments.

& UBIQUITOUS AREA OCCUPANCY information

acquisition is essential for smart building appli-

cations such as energy/space management and

market research. Sensing methods to obtain this

information mainly fall into two categories: infra-

structure-based sensing1–5 andmobile-based sens-

ing.6,7 Mobile-based sensing requires occupants

to carry or wear a device, therefore limiting their

applications in many scenarios such as elderly

and child monitoring. On the other hand, infra-

structure-based techniques refer to passive sens-

ing methods that do not require the monitored

subject to carry a sensing device, which is a better

fit to our sensing goal. However, these techniques,

such as surveillance cameras and motion sensors

on doorways, often have sensing requirements,

such as line-of-sight and dense deployment at

designated areas/positions.

To overcome these limitations, footstep-

induced structural vibration is introduced for

occupancy monitoring.8,9 The main intuition

behind structural vibration-based sensing is that

when people walk, their footstep striking results

in structural vibrations, which are perceived

by sensors. The vibration signals caused by

multiple people can be utilized to count and track

them. By measuring structural vibrations, this

approach enables sparse sensing and does not

require occupants to carry devices. However,

prior vibration-based approaches either focus on

one person or in a limited space in the building,

which may not reflect the scenario in real-world

applications where multiple people might simul-

taneously walk between rooms and hallways.
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In this paper, we present a structural vibra-

tion-based occupancy estimation system, which

obtains occupancy information for multiple

people across various rooms. For this purpose,

the main challenges are 1) sensitivity of the

footstep-induced vibration signals to spatial

structure changes (e.g., reduction in amplitude

when the person walks in a room and signal gets

obstructed by the wall), and 2) complexity of

signal mixture when multiple people walk simul-

taneously in the sensing range.

To address these challenges, we estimate

the traffic count through characterizing the

signal mixture for different traffic conditions

and then utilize the traffic count and heuristics

about structural properties and human walking

patterns to track occupancy across rooms.

Specifically, we 1) estimate the number of peo-

ple walking in the sensing range using the sig-

nal mixture characteristics, 2) utilize the

known building layout, general walking pat-

terns, and structural characteristics to track

pedestrians when they walk along the hallway

and enter rooms, and 3) estimate the overall

occupancy of different areas of a building

based on the updates of the detected occu-

pancy change events.

The contributions of this work include

� We present a footstep-induced structural vibra-

tion-based occupancy estimation method.

� We consider vibration wave properties to

handle a variety of signal mixture scenarios.

� We evaluate the system with real-world

experiment datasets.

PHYSICAL BACKGROUND
To understand our method for room occu-

pancy counting, this section explores how

structural vibration waves are affected by the

building layout and how we can use the wave

properties to estimate the number of occupants

in a location.

Floor Vibration Wave Propagation

When a foot strikes the floor, its impact gener-

ates a dynamic response in the floor structure in

the form of structural vibrations. In occupancy

monitoring applications, we leverage two critical

insights regarding wave propagation: 1) the

vibration signal energy/amplitude is inversely

proportional to the distance between the vibra-

tion sensor and the footstep location (the foot-

step-sensor distance),8,10 and 2) vibration wave

propagation is affected by changes in the under-

lying structure (e.g., floor beams, voids, etc.).9,11

The first insight enables relative location

tracking and allowswalking directions estimation

in the sensing area. With a known sensor loca-

tion, we can infer the position and trajectory of

occupants by observing a steady increase or

decrease in the vibration signal amplitude/

energy. Furthermore, with a series of vibration

sensors in a network, we can observe when an

occupant approaches one sensor and becomes

increasingly far from another.

With the second insight, we utilize the known

sensor locations and building floor plan informa-

tion to determine when occupants enter and exit

a sensing area. We observe that the distance/

amplitude relationship from the first insight

changes significantly when an occupant moves

from one area into another. Figure 1 shows an

example of the structural response through ball-

drops in a residential townhouse.8 In this sce-

nario, the observed vibration signal energy is

significantly greater in the hallway (where the

sensor was located), and then reduces for excita-

tions located in the adjacent rooms. Therefore,

by observing the general walking trend for occu-

pants in a space, we can determine when they

move into various rooms in the building by moni-

toring abrupt changes to the distance/amplitude

relationship.

Floor Vibration Response Characteristics

Floor vibration monitoring systems are often

considered linear, time-invariant systems, which

indicate that each recorded vibration response

can be viewed as a linear combination of the

excitation sources at a given time.9 Using this

assumption, we infer that the scenario where

multiple occupants are walking in the sensing

area will generate a signal that varies from more

impulsive (single person) to more similar to

white noise (many people). As a result, we make

two key observations: 1) signals with the same

number of people walking (1 person vs. 1 person,

2 people vs. 2 people, etc.) will tend to have

more similarity to each other, while those with
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different number of occupants (e.g., 1 person

vs. 4 people) will tend to not be as similar, and

2) as the number of occupants increases

towards the “white noise” condition, the signal

randomness increases,9 and the characteristics

of the vibration waves can be distinguished by

their increasing randomness. With an increasing

number of impulses, the recorded vibration sig-

nal converges on the random, “mixed signal”

case. By combining these two observations, our

method can learn the differences in the signal

caused by an increasing number of occupants

and use that information to estimate the num-

ber of occupants in a given room.

AREA OCCUPANCY COUNTING
SYSTEM

The area occupancy counting system has

three main modules: the sensing module, the

intra-area detection, and the interarea decision

making, as shown in Figure 2. The system first

detects the floor vibration with the sensing mod-

ules that are placed on the floor. Then, for each

sensing module, the signal is processed, which

is referred to as intra-area detection. In the

intra-area detection module, the system first

detects the sliding windows that contain human

activity events. Then, these detected events are

segmented to indicate different activities. Finally,

based on the segmented events, the system iden-

tifies the activities which are footsteps and

focuses on tracking them. To obtain the overall

occupancy count transfer between areas, the

intra-area detection will use each single sensor

data collaboratively to determine the walking

direction and number of pedestrians and eventu-

ally estimate the traffic through each area.

Sensing Module

The sensing module consists of a geophone

sensor, an OpAmp, an ADC module, and an Ardu-

ino board with processor and communication

functions, as shown in Figure 3. The sensing

module is placed on the floor to detect floor

vibrations induced by pedestrian footsteps in

the sensing area.

Each sensing area is covered by at least two

sensors to collaboratively detect the scenarios

when there are multiple people’s footsteps

mixed together.9 The sensing area is defined

based on the structural layout and the effective

sensing range of the sensors in that structure. In

the example shown in Figure 1, the hallway,

bathroom, and kitchen are different areas

because there is a structural element between

these sensing areas.

The vibration sensor used here is Geophone

SM-24, which has a sensitivity of 28.8 V/m/s. In

Figure 1. Heat map showing vibration signal energy in different regions in a residential townhouse. Note the

sudden drop in energy between the hallway and adjacent rooms. Source: Shijia Pan, used with permission.8
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our prior works with this sensor, we have

observed a sensing range on the order of 10–40

ft (3–12 m) depending on the floor construction.

When first deployed, the sensing radius for the

deployment structure can be easily obtained by

conducting a brief walking experiment in the

desired monitoring area, and sensor placement

can be optimized based on the observed sens-

ing range. The processor board used here is the

WeMo D1 R2 Mini. It is an Arduino compatible

board that supports Wi-Fi communication.

However, the synchronization between sensing

nodes is not guaranteed, which is also taken

into consideration in our occupancy counting

algorithm.

Intra-Area Detection

For sensors within each sensing

area, the event detection is con-

ducted to extract the sliding windows

that contain the events. Then, for

the continuously detected windows,

the peak detection is conducted to

detect the potential impulse events.

Next, events detected by each sensor

are segmented based on their time-

domain separation, indicating a con-

tinuous activity conducted by pedes-

trians. These segments then are

analyzed to determine if it is a poten-

tial footstep signal, which is often

multiple consecutive impulses, or

door activity induced signal, which is more likely

to be a single impulse signal.

EVENT DETECTION To detect the events, the

sliding windows of the signal are compared to

the noise signal through anomaly detection.8,9

Figure 4(b) shows the detected sliding window

from the raw signal shown in Figure 4(a). To han-

dle the multiple people walking scenario, the

detected event extracted is not required to have

a fixed length.9 However, to analyze the temporal

information for various overlapping footstep-

induced vibration signals, the onsets of each

impulse are detected as peaks within a series of

Figure 3. Sensor deployment and the floor plan. Lower right image shows

the sensing node utilized for the uncontrolled experiments.

Figure 2. Indoor area occupancy count estimation system. The system mainly consists of three modules: the

sensing module, the intra-area detection module, and the interarea decision-making module.
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consecutive detected sliding windows. Figure 4

(c) demonstrates the detected events from the

detected sliding windows shown in Figure 4(b).

EVENT SEGMENTATION The event segmentation

is conducted based on the extracted peak that

indicates the impulsive signal events, instead of

the consecutive sliding windows. We consider

a sequence of detected impulsive events with less

than 2 s pause as one activity segment. The thresh-

old (2 s) is selected based on 1) the potential struc-

tural variations causing false negative of the event

detection, and 2) the observation that the natural

step frequency of people is often higher than 1

Hz.12 Figure 4(d) shows the segmented signal with

a red line indicating the start of the segment and

the green line indicating the end of the segment.

EVENT IDENTIFICATION To obtain the occupancy

count, we consider segments that contain at

least three consecutive detected impulsive

events as a segment of footsteps. Specifically, we

focus on the events from each footstep segment

and their correlation in different sensors. For

the identified events, the sliding window energy

array of that segment is then smoothed, as

shown in Figure 4(d), with the black dashed line.

We consider the peak of this dashed line indicat-

ing the moment the person passes by the sensor.

Interarea Decision Making

Once each sensor detects and segments impul-

sive events on their own, they make decisions on

the occupancy traffic or count-

ing collaboratively. First, for

each detected segment, the

neighboring area is investigated

in a 10 s window before and

after the passing point. If the

neighboring sensor is in a sepa-

rate sensing area, the peaking

time (the time where the pedes-

trian is passing by the sensor)

will be compared to determine

the transfer between areas. On

the other hand, if the neigh-

boring sensor is in the same

sensing area, the segment of

the signals from these two sen-

sors will be compared to deter-

mine the number of people walking together in

the same sensing area.

AREA TRANSFER DETECTION The intuition of get-

ting the pedestrian walking direction is that

structural separations cause the signal to have

significant decay when the pedestrians walk to

the next sensing area. Therefore, the peaking

timing for the sensing area the pedestrian passes

by later will be later than that of the investigated

sensor significantly. Since the synchronization of

the system is at a second level, the interarea

level instead of intra-area level direction estima-

tion is more robust under the system setting.8

Figure 5 shows an example of when a person

walks from sensor 4 to sensor 1 direction. From

Figures 5(a.1) to 5(d.1), we can see that the step

signals are concentrated between 5 to 10 s for

sensors 3 and 4, and this concentration shifts to

sensors 1 and 2 between 10 and 15 s. This

validates the selection of a 10 s window to inves-

tigate for each sensor’s neighboring sensor as

discussed.

PEDESTRIAN COUNT ESTIMATION For each detected

area, the signal obtained by neighboring sensors

will be compared to determine if there are multi-

ple people walking at the same time in the area.

The intuition behind the pedestrian counting is

that for sensors in the same sensing area (i.e., no

significant structural variation at the sensing

points), the same impact induced signal will not

be significantly altered through the propagation,

Figure 4. Intra-area detection.
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which is discussed in “PHYSICAL

BACKGROUND.” When that hap-

pens, the features that describe

the signal overlapping can be

used to estimate the number of

pedestrians walking in the area

simultaneously.9 The features are

1) normalized cross-correlation

between spatio-different signals,

2) normalized cross-correlation

between temporal-different sig-

nals, 3) signal duration, and

4) signal entropy.9

OCCUPANCY TRAFFIC ESTIMATION

AND UPDATES We use the

detected count and direction to

update the area occupancy

count. For example, when there are multiple peo-

ple’s footsteps detected at one area and no

transfer is detected at a different area, then the

count of the person will stay in the sensing area

until the transfer happens.

OCCUPANCY TRACKING
EVALUATION

To evaluate the module functionality as

well as the system’s overall performance, we

conducted controlled and uncontrolled experi-

ments. “Footstep Event Detection and Tracking

Evaluation” and “Pedestrian Count Evaluation”

will discuss the controlled experiments previ-

ously presented by Pan et al., and “Uncontrolled

Occupancy Tracking Evaluation” will present our

uncontrolled occupancy tracking experiments.8,9

Footstep Event Detection and Tracking

Evaluation

To evaluate the performance of our footstep

event detection algorithm, we conducted con-

trolled experiments in two buildings under vari-

ous experimental scenarios for a total of four

evaluation datasets.8 A total of three of the data-

sets were collected from Hamerschlag Hall at

Carnegie Mellon University in Pittsburgh, PA,

where the building is representative of a large-

scale commercial building. The fourth dataset

was collected in a residential townhouse. In each

scenario, the geophone sensors were placed in

the hallway for ease of access but can be placed

in one or more of the rooms as desired for other

deployments as long as the sensing coverage

meets the requirements discussed in “Sensing

Module.” A summary of the datasets and experi-

ments conducted is presented below.

FOOTSTEP EVENT DETECTION To evaluate our foot-

step detection system, we collected a series of

human footstep data in the Hamerschlag Hall

experimental location. For ground truth, we uti-

lized predetermined step locations for the walk-

ing traces and manually recorded the step time

(to ensure that detected steps are real steps). In

the sensing area, three locations and trajectory

directions were considered in our experiments.8

For each location and trajectory, we recorded a

total of ten walking traces.

Using this data, we evaluated the ability of our

system to correctly identify footstep events. From

the 30 walking traces recorded (3 trajectories �
10 traces each), our ground truth indicated a total

of 660 footstep events. Of these 660 footstep

events, we correctly identified 657 as footstep

excitations, which indicate a 99.55% footstep

detection accuracy.8

FOOTSTEP EVENT TRACKING To evaluate our foot-

step event tracking system, we conducted con-

trolled walking experiments with two occupants

in a series of entering/exiting room scenarios.8

We considered this additional testing area to

validate the robustness of our system to differ-

ent locations. The rooms adjacent to the hallway

Figure 5. Inter-area decision making. An example of the signal detected by

Sensor 1-4 when a person walks from Sensor 4 to Sensor 1.
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consisted of a carpeted room at the end of the

hallway (room 1) and the building stairwell

(room 2). Using these two rooms, we collected

data for two change of occupancy scenarios: 1)

one occupant walks into room 1, followed by a

second occupant who walks into room 2, and 2)

one occupant walks into room 2, immediately fol-

lowed by a second occupant walking into room

2, and then one of the two occupants walks out

of room 2. Each scenario was repeated 10 times

for a total of 40 footstep traces where an occu-

pant enters a room (2 occupants � 2 scenarios �
10 trials), and 10 traces where an occupant exits

a room.

We used these 2 scenarios and 50 footstep

traces to evaluate the accuracy of our system

in detecting when an occupant enters a room,

exits a room, and for real-time occupancy count-

ing. Of the 40 walking traces where an occupant

enters a room, our system correctly identified 38

of them, resulting in a 95% true-positive detection

rate. For the tenwalking traceswhere an occupant

leaves a room, we observed an 80% true-positive

rate. To evaluate the false-positive rate, we consid-

ered ten of the walking traces from the dataset in

the detection evaluation above and found that our

system experiences a 30% false-positive rate.

For real-time occupancy counting, we define a

“success” as the instances where an occupancy

change (entering or exiting a room) is detected at

the correct step event time (i.e., there is not a

time shift in the detected step).8 Of the 20 walking

traces considered, our system correctly identi-

fied the occupancy estimation for 17 of them,

resulting in an 85% true-positive rate for occu-

pancy counting.

Pedestrian Count Evaluation

We evaluated the performance of our pedes-

trian count approach through experiments in

various scenarios. Counting the pedestrians is per-

formed through k-nearest neighbor classification

with five traces for training and three traces for

testing.9 The most robust counting accuracies are

for one and four people for which our approach

results in 83.33% and 91.67%. One-person walking

is mostly confused with the two-people walking

case, which achieved 66.67% accuracy. This could

be due to greater likelihood of synchronized

walking. Three-people walking case, which is of a

33.33% accuracy, is confused with the four-people

case often. Overall, the average counting estima-

tion error is 0.2 people.

Uncontrolled Occupancy Tracking Evaluation

For uncontrolled experiments, the metrics

used to evaluate the area occupancy counting

system are detection rate of human walking seg-

mentation in each area and the area transfer

direction detection rate percentage, and the area

occupancy count error. The system is deployed

in the hallway, as shown in Figure 3. The sensors

are placed on the floor and powered through the

battery packs. A Raspberry Pi is placed in the

hallway as the hub for the data collection.

A camera is used as the ground truth recording.

A total of eight sensors are placed in the hall-

way, as shown in Figure 3, where four sensing

areas are covered by each pair of two sensors

from left to right in the figure. The structural sep-

arations along the hallway are the beams that

are aligned with the walls of the room separa-

tion; therefore, each sensing area is linked to

two rooms.

The ground truth is manually labeled and

aligned to the raw sensing signal. For each

labeled activity segment, the ground truth pro-

vides the activity occurring area ID, the number

of people in each area, and the detected event

segmentation transferring between areas. For

the event segmentation transferring, we evaluate

the detection rate as the number of transfers

accurately detected to the next area over the

total number of transfers detected. For the rest

of the evaluation, we analyze the aforemen-

tioned metrics for each sensing area. In total, 18

activity segments are labeled in a 15 min record.

For each sensor, when a series of impulsive

signals is detected, we verify if it is a recorded

event. The evaluation metric is the difference

between the number of detected walking activity

events and the actual number of events (i.e.,

ground truth). For areas 1 and 4, we achieve 0

activity event detection error. For area 2, we

observe a mean error of 0 activity event, with

standard deviation less than 1 activity event.

For area 3, we observe missed detected activity

events and have a mean detection error of

0.2 activity event, with standard deviation less

than 1 activity event. To further explore area
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variations, a longer deployment (1–12 months)

with a higher resolution ground truth system is

needed in the future. The transfer direction

detection for these 18 cases is 100% correct.

DISCUSSION AND RELATED WORK

Energy Efficiency Structural Vibration Sensing

The power supply used in our experiments is

battery packs with capacities between 4400 and

10 000 mAh, which are sufficient for the data col-

lection that is less than a day. However, com-

pared to other low-power consumption design,

the inevitable high sampling rate and amplifica-

tion are the key power consumption source. In

addition, for the wireless transmission-based

data uploading, the communication is another

key power consumption source. The power con-

sumption can be reduced with adaptive sensing

configuration to control the sampling rate and

the communication. For example, for locations

that do not have pedestrian all the time, the sen-

sor can be awakened when the neighbor sensor

detects people walking toward it.

Sensing Methods Comparison

Various sensing approaches are utilized

for occupancy estimation applications. These

approaches belong to two main categories: 1)

mobile-based sensing6,7 and 2) infrastructure-

based sensing.1–5 We also compare the reported

accuracy of these state-of-the-art systems here.

Mobile-based sensing methods utilize smart

devices that people carry with them (e.g., smart-

phone, GPS, etc.) to detect the presence of peo-

ple. Therefore, they require subjects to carry

the sensing devices with them all the time (and

hence are obtrusive). However, in many scenar-

ios, it is often impractical to rely on the subjects

to bring their devices and provide access.

Infrastructure-based sensing methods rely on

passive sensors in the building and hence are not

obtrusive. Some examples of infrastructure-based

sensors are 1) vision-based sensors (98% accu-

racy),1 2) radio frequency (RF)-based sensors (70–

90% accuracy),2 3) motion sensors (90% accu-

racy),4 4) pressure sensors (100% accuracy),3 and

5) gas sensors (94% accuracy).5 However, the

application of these approaches is limited in some

applications due to installment and deployment

requirements. Vision-based sensors1 are sensitive

to indoor visual occlusions such as furniture and

the columns. RF,2 pressure,3 and motion sensors4

require dense sensing deployment for fine-grained

occupancy estimation. Gas sensors,5 which track

the carbon dioxide concentration, are slow to

respond to the changes in the occupancy.

Vibration-Based Sensing

Researchers have introduced vibration-based

sensing to overcome the limitations of the current

approaches. The main intuition behind vibration-

based sensing is that the footstep striking causes

the floors to vibrate. These vibrations are received

by the sensors and can be utilized for extracting

information about the occupants. Some examples

of occupant information extracted from the foot-

step-induced vibration are presence,8,13,14 loca-

tion,15–17 identity,12 and health-related balance.10

Furthermore, the vibration-based sensing has

been utilized for characterizing other interactions

of indoor occupants.18–20 Due to their applications,

these works are generally focused on one occu-

pant in the sensing range. However, focusing on

one occupant for occupancy estimation applica-

tion is an important limitation. In our previous

work, we focused on estimating the number of peo-

ple (one, two, or three people) in the sensing

range.9 However, this approach is useful for a lim-

ited sensing approach and becomes obsolete in a

large sensing area. In this paper, we focus on dev-

eloping a vibration-based occupancy estimation

system, which is suitable for large sensing areas,

which better represent real-life applications.

CONCLUSION
In this paper, we present our work on an area

occupancy counting system, which can be used

in various smart building applications such as

energy/space usage monitoring. We present our

nonintrusive structural vibration-based sensing

method to track the occupancy change from

each area. We conducted both controlled and

uncontrolled experiments to verify the system in

school buildings. The system achieves 99.55%

accuracy in footstep event detection and 0.2 peo-

ple mean estimation error for multiple pedes-

trian counting in the controlled experiments.

In the uncontrolled experiments, the system

achieves an average of 0.2 area walking activity
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event detection rate with a less than 1 standard

deviation and 100% for area transfer direction

estimation.
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Handling Limited
Resources in Mobile
Computing via Closed-
Loop Approximate
Computations

Parul Pandey and Dario Pompili

Rutgers University

Abstract—Mobile computing is one of the largest untapped reservoirs in today’s pervasive

computingworld as it has the potential to enable a variety of in situ, real-timeapplications.

Yet, this computing paradigmsufferswhen the available resources—suchas energy in the

network, CPUcycles,memory, and I/O data rate—are limited. In this paper, the new

paradigmof approximate computing is proposed to harness such potential and to enable

energy-intensivemobile applications. A reduction in timeand energy consumedby an

application is obtained via closed-loopapproximate computing bydecreasing the amount

of computation needed; such improvement, however, comeswith the potential loss in

accuracy.Wepresent our framework onhowapproximation canbeapplied at different

levels, namely, at the application level and the input data level. The effectiveness of the

proposedclosed-loop approach is validated both throughextensive simulation and testbed

experiments by comparing approximate versus exact-computation performance.

& NATURE PROVIDES MIRACULOUS ways of sus-

taining life in resource-constrained environment.

In a situation of limited availability of food, for

example, snakes lower their metabolic rates up

to 72%, while sand gazelles shrink their heart

and liver size in order to survive. Humans, in a

situation of starvation, change their source of

energy to fatty acids when their primary source
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of energy, glycogen, has exhausted. These bio-

inspired examples show how Nature provides a

“graceful” degradation of operation rather than

shutting down completely when resources are

limited. Similarly, in computation, compression

and lossy encoding methods are routinely used

to transmit smaller and faster data so to meet

real-time demands, and heuristics are applied to

find (suboptimal) solutions to otherwise compu-

tationally infeasible problems.

Most of the work done so far in the area of

mobile computing has been limited to leverag-

ing computation infrastructure of nearby serv-

ers or devices to overcome the limitations in

computational capability of mobile device archi-

tecture to achieve near real-time response

times. However, these approaches have disre-

garded the battery consumption of the devices

due to high communication overhead of data-

intensive applications over a WiFi or 3G/4G net-

work and variable network connectivity.1 In this

paper, we present an “energy”- and “accuracy-

aware” framework that exploits the new para-

digm of approximate computing to enable

energy-intensive mobile applications in energy-

constrained environment. Approximate comput-

ing reduces the amount of computation that an

application is expected to perform, as a result

of which the execution time reduces, which,

in turn, reduces the energy consumption of

the application. The gain achieved via reduction

in energy consumption, however, comes with

a potential loss in the accuracy of the results

(within acceptable limits). We propose a meth-

odology to provide a “graceful degradation” of

service during the real-time execution of a task

and to prevent wastage of resources due to sud-

den breakdown of an application. Our frame-

work removes the dependence on annotations

from a programmer or manually coded optimi-

zations by allowing the selection of the appro-

priate type of approximation based on (1) the

real-time available resources (e.g., available

energy and CPU cycles) and (2) the application

requirements (deadline and accuracy). Note

that approximate-computing-based solutions

are complementary to and can be combined

with cloud-based approaches.

We first discuss a structural approach to

approximation in mobile computing where we

present the approximation techniques that can

be applied to different tasks in an application.

We define an offline phase that helps us identify

promising applications whose tasks can be

approximated so as to gain significant benefits in

energy at the cost of marginal loss in accuracy

(see Figure 1). The online phase is executed at

run-time and leverages the information obtained

from the offline phase to determine the accuracy

loss to be incurred in order to meet the applica-

tion deadline given the computational capabili-

ties of the resource-limited device. Our work goes

beyond the traditional idea of offloading com-

putations to external resources2,3 and instead

Figure 1. Block diagram to represent our approximate computing framework based on two loops, the outer

loop and the inner loop. The offline phase determines the task(s) in an application that can be approximated.

This information is leveraged at run-time of the application along with application deadline and acceptable

accuracy loss bound.

Handling Limited Resources in Mobile Computing

40 IEEE Pervasive Computing



focuses on directly reducing the amount of com-

putation needed at the computation entity.

We provide a novel two-loop solution in which

the inner loop handles the execution of the appli-

cation at the local device using our proposed

approximation techniques, while in the outer

loop, the application is either executed in the

remote resources or on the local device with

additional information from the cloud resources

(see Figure 1). Approximate computing has

already been applied in the hardware domain

via approximate storage and circuits4,5; our

work, however, focuses on applying approxima-

tion in the software domain, specifically by intro-

ducing approximation to the workflow tasks

of an application.

We also argue that the selection of the algo-

rithm to execute along with their parameters is

not fixed for an application and should depend on

the input data and on the accuracy expected by

the user. The idea of our solution is to determine

such “good-enough” combination of algorithm

and parameters from the input data and accuracy

level expected by the user. This approach will

help us overcome the “one-size-fits-all” approach

prevalent in current implementations, which is

neither an optimal nor resource-efficient appr-

oach as it leads to wastage of crucial resources in

many practical situations.

We motivate and study the performance of

approximate computing via three well-known and

broadly applied recognition algorithms, namely,

Canny edge detection6 for edge detection and

scale-invariant feature transform (SIFT),7 a popu-

lar feature-extraction algorithm (see Figure 2).

Our results show that an approximate implemen-

tation may perform significantly better than the

exact implementation of suboptimal algorithms.

In order to present the benefits of our approach

on an end-to-end application, we choose real-time

object detection from a video stream as the com-

putationally intensive application of reference.

To this end, we employ two well-known com-

puter-vision algorithms, namely, histogram of gra-

dients (HoG)8 and Edgeboxes.9

The remainder of this paper is organized as

follows: in “RELATED WORK,” we review the

state-of-the-art in traditional mobile computing

and mobile device clouds and discuss their limi-

tations; in “APPROXIMATION FRAMEWORK,” we

introduce the entities of our approximate-com-

puting framework, provide details of our experi-

mental setup, and study the performance of

approximate versus exact computing; in “END-

TO-END REPRESENTATIVE APPLICATION,” we

apply solution to an end-to-end object-detection

application. Finally, in “CONCLUSION,” we con-

clude the paper.

Figure 2. Block diagram showing different tasks and parameters for object recognition using (a) Canny edge

detection6 and (b) scale-invariant feature transform (SIFT).7 Each dashed block contains multiple

implementations of approximable task types (with varying degree of complexities) and parameters.
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RELATED WORK
We briefly review the state-of-the-art of

energy-aware computing in different spheres

of mobile computing. We explain the limitations

of present approaches and how our work differs

from them.

Offloading to Cloud

Work on mobile cloud computing3,10 has been

done whereby the application execution is moved

from the resource-constrained mobile devices to

powerful and centralized remote computing plat-

forms such as the Cloud. However, good connec-

tivity from the device to a WiFi network may not

always be possible. To counter this problem,

Chen et al.11 identify the frames that should be

sent for object detection based on a frame

differencing technique; i.e., whenever the differ-

ence is higher than a threshold, the frames are

sent to the cloud. If the temporal correlation

between frames is low, then the number of video

frames sent to the cloud will increase and the sys-

temwill not be able to give results in real time due

to latency. However, if the number of offloaded

frames is limited to a predefined threshold, then

the accuracy of detection will suffer. The concept

of offloading has been extended to include proxi-

mal mobile devices that offer their resources to

a “weak” mobile device (e.g., a device with insuffi-

cient battery capacity to execute an applica-

tion).12 However, the local resource pool may

suffer from the scarcity of deviceswhich computa-

tion can be outsourced to or from uncertain net-

work connectivity and device availability.

Approximate Computing

In the area of approximate computing,

researchers have developed energy-aware pro-

gramming languages by introducing approxima-

tion at different levels such as mathematical

operations and storage of data structures (in the

form of unreliable register, data cache, and main

memory). One such language is EnerJ,13 which

allows the programmer to annotate data as

“approximate” or “precise.” The system then auto-

matically maps approximate variables to low-

power storage, uses low-power operations, and

applies more energy-efficient algorithms provided

by the programmer. Similarly, Chen et al.14 pres-

ent an embedded system solution where the

authors use a combination of solar panels,

optimized libraries, sampling of data, and power

management during idle camera conditions.

Sidiroglou-Douskos et al.15–17 employ various

approximation techniques such as loop perfora-

tion and multiple implementations of tasks to

reduce energy consumption of applications. Our

work, on the other hand, jointly applies different

approximation techniques to both tasks and input

parameters of the application to reduce energy

consumption of applications. There has been

some work done in the hardware domain by

applying approximate implementations, e.g., mul-

tiple-bit adders are divided into two modules, the

accurate part of significant bits and the approxi-

mate part of less significant bits. For each lower

bit, a single-bit approximate adder implements an

inexact function of the addition. Approximate-

adder designs have also been obtained by remov-

ing some transistors in order to attain a lower

power dissipation and circuit complexity.4,5

Notice that our proposed approach is applied in

the software domain at the application level and is

complementary to approximations applied in the

hardware domain.

APPROXIMATION FRAMEWORK
To overcome the challenges faced by MDCs

and by the solutions based on offloading to the

cloud, we propose an approximate computing

framework based on two loops, as previously

depicted in Figure 1. Approximate computing

reduces the amount of computation of different

tasks in an application, as a result of which the

execution time reduces, which, in turn, reduces

the energy consumption of the device.

Types of Tasks

An application consists of the execution

of a set of tasks to obtain the required result.

We consider a task in an application to be

“elementary” (or “atomic”) if it cannot be split

further into subtasks. Each task is represented

by an executable code/function (to represent a

functionality that cannot be split further) and a

set of input parameters. We categorize tasks

in an application as approximable and nonap-

proximable: the former can be approximated to

achieve savings in energy and/or execution time,

Handling Limited Resources in Mobile Computing
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but with a potential loss of accuracy; the latter

are tasks whose execution without any approxi-

mation is necessary for generating meaningful

results. Interested readers can refer to the work

by Pandey and Pompili18 for a detailed discus-

sion on these techniques.

Types of Approximations

We introduce approximation through two

transformations, namely, substitution and dis-

carding, which are applied to different tasks

(both at function and input parameter) of the

application.

SUBSTITUTION This transformation requires the

substitution of a computation task (its execution

code or input parameter) by a simpler task. At

the function level, this operation refers to the

substitution of a task in the exact computation

by a computationally less-demanding task with

potential loss in accuracy. At the parameter

level, it refers to the scaling up or down of the

exact implementation value of a task parameter.

DISCARDING Applications consist of tasks that

successively improve upon the results obtained

from previously executed tasks. Discarding

transformation involves not executing these

tasks so as to reduce energy consumption at

the cost, however, of reduced accuracy. At the

function level, if the user-specified accuracy is

achieved by a subset of the tasks, the applica-

tion can choose to skip the remaining task and

terminate early; hence, discarding certain

redundant tasks can lead to significant benefits

in terms of energy and/or execution time. At

the parameter level, it refers to early termina-

tion or skipping of a number of iterations in a

task.15 Figure 2 shows the different tasks and

their functions and input parameters for Canny

edge detection and SIFT algorithms that are

approximated using the proposed techniques.

In our framework, we compare the accuracy or

quality of the output of an application by exe-

cuting the application via exact computation

and by applying the aforementioned approxi-

mate techniques. Table 1 quantifies the gain of

applying approximation transformations to vari-

ous tasks and parameters of these aforemen-

tioned applications.

Energy Savings

We show now the energy savings for three dif-

ferent Android devices (running Android v4.0

operating system), namely, Huawei M931 (1.5 GHz

dual-core), Samsung Galaxy Tab (1 GHz dual-core

ARM), and Metro PCS (1.2 GHz dual-core). To esti-

mate the energy consumption of an application,

we use the Power tutor app.19 Power tutor app

constructs a power model for a device using

built-in battery voltage sensors that are common

to modern smartphones as well as knowledge of

battery discharge behavior. This app gives the

power consumed by major system components

such as CPU, network interface, display, and GPS

receiver and different applications running on the

device at an interval of one second. We focus on

the CPU power utilization of an application. As a

motivating application, we collect data for energy

consumption of Canny edgedetection application.

We first estimate the energy consumption when

the exact implementation of Canny edge is exe-

cuted. We then apply approximation transforma-

tions to different tasks of the application and

calculate the energy consumption as well as the

Table 1. Accuracy loss and speed up by approximating tasks of Canny

edge,6 scale-invariant feature transform (SIFT),7 and histogram of

gradients (HoG).8

Function/

Parameter
Range

Accuracy

loss [%]

Speed

up

Canny

Threshold [0,1) 2.76 1.75 � 0.01

Sigma [0,1) 0.01 1.14 � 0.01

Kernal size [3:11] 7.04 1.13 � 0.0012

Perwitt operator [3] 4.6 1.25 � 0.90

Without smoothing – 2.8 2.33 � 0.45

Without threshold – 2.1 1.65 � 0.52

Without thinning – 7.8 1.33 � 0.19

SIFT

No. of octaves [1,10] 0.7 1.5 � 0.22

No. of spatial bins [1,10] 0.8 2.0 � 0.025

No. of orientation [1, 23] 0.6 1.5 � 0.034

No. of level [1,10] 0.85 2.0 � 0.025

HoG

No. of cells [2, 4, 8] 0.8 3.0 � 0.075

No. of blocks [2, 4] 1 3.1 � 0.01

No. of orientation [3:2:11] 1.4 2.6 � 0.076

Kernel size [3:2:11] 1.3 3.0 � 0.01

January-March 2019 43



accuracy of the application. In Figure 3, we

observe that when the aforementioned approxi-

mation techniques are applied to a variety of

mobile devices, we achieve energy savings of up

to 30%with less than a 5% accuracy loss.

Transformation of Workflows

The order of execution of multiple tasks in an

application can be specified by a workflow. We

first explain our workflow representation for an

exact computation implementation and then

show how such workflow is transformed for an

approximate-computation implementation. Tra-

nsformation of workflows is accomplished offline

and is leveraged at run-time to make decisions

when the application is executed. We categorize

tasks in an application as approximable and non-

approximable: the former can be approximated to

achieve savings in energy and/or execution time,

but with a potential loss of accuracy; the latter are

tasks whose execution without any approxi-

mation is necessary for generating meaningful

results.

We represent the exact workflow of an appli-

cation (without any approximation) as a

directed acyclic graph [see Figure 4(a)], i.e., G

(V, E), with the set of tasks represented as

V ¼ fki;jg, where ki;j is the jth task in the ith

stage. The edges in the workflow indicate the

dependencies between tasks. We propose to

transform the original workflow by including

different approximate versions of each approx-

imable task in the original workflow. If any

approximate version of task k1;1 provides mean

speed-up, sp > 1 along with accuracy loss less

than the acceptable accuracy loss TA, then

k1;1 is considered an approximable task. The

approximate versions that do not satisfy these

constraints are discarded. If none of the app-

roximate versions of a task satisfies these

constraints, then that task is deemed nonap-

proximable. If multiple implementations of a

Figure 4. Illustration of (a) exact workflow representation, where the square nodes (&) represent the input

data, whereas circular nodes (�) represent the computation tasks; (b) rich workflow constructed by extending

the exact workflow to represent approximation transformations. The approximable tasks are represented with

circular nodes with dashed boundaries, and nonapproximable tasks are represented by triangular nodes (r).

Substitution transformation is represented by multiple (alternate) tasks in a stage (e.g., tasks k11;1, k
2
1;1, are

approximable tasks for task k1;1 in stage 1); discarding transformation is shown by skipping a task in a certain

stage (e.g., task k2;2 in the exact workflow is skipped in stage 2, and k23;1 is executed immediately after k21;2);

(c) optimized rich workflow constructed from rich workflow by reducing the task space; (d) approximate

workflow extracted from optimized rich workflow at run-time.

Figure 3. Energy savings obtained on various

mobile devices by applying the approximation

techniques to various tasks in the Canny edge

detection algorithms.6
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task are available, then substitution transforma-

tion can be applied; otherwise, only discarding

transformation is performed. An approximate

instance of an exact workflow is the one whose

tasks satisfy the constraints mentioned earlier.

Collection of all the approximate instances of

application forms a rich workflow, GR (VR, ER). In

Figure 4(b), we can see that each approximable

task ðki;jÞ in the exact workflow has a corre-

sponding approximate version ðkli;jÞ. To further

reduce the approximation space in the rich

workflow, we select only those approximate

instances of the application that are Pareto opti-

mal with respect to an optimized workflow. The

collection of these approximate instances, which

consist of Pareto-optimal approximate instances

that give percentage accuracy loss with respect

to the exact computation less than TA, form an

optimized rich workflow, i.e., GO (VO, EO). Figure 4

(c) shows an example of optimized workflow

formed by applying Pareto-optimal test in

Figure 4(b). We execute our application by using

input data from the Berkeley image segmenta-

tion and benchmark dataset.20

Run-Time Approximate Computing

Uncertainty at run-time arises when the exe-

cution time of the application during run-time

does not mirror the behavior observed during

the offline profiling phase. Execution time of

tasks depends on its implementation along with

input parameters, size of input data, input value,

and architecture of the execution location. For a

given implementation of a task and input param-

eter value, the task execution time can vary

significantly with the input data; in certain situa-

tions, it can lead to higher energy expenditure

than expected. In order to enable approximate

computation at run-time and get results in near

real time, we should be able to answer the fol-

lowing questions.

1. Given the available battery capacity avail-

able, how much accuracy loss should be

incurred to provide meaningful results within

the assigned battery capacity?

2. Which tasks should be executed to deliver

results within the acceptable accuracy loss

while simultaneously meeting the energy

requirements?

3. How does the uncertainty in the distributed

environment impact the performance of

approximate computing?

To answer the first question a model has to

be constructed that specifies to the user at run-

time how much accuracy loss needs to be

incurred in order to consume a specific amount

of battery by the application given the available

battery capacity of the device. The next goal to

address the second question is to determine the

approximate instance of the optimized workflow

that meets both the energy and the estimated

accuracy loss bound. Such approximate instance

is called an approximate workflow [illustrated in

Figure 4(d) and is a part of the online phase, as

shown in Figure 1]. This approximate workflow

has to be created via a lightweight solution to

determine such approximate workflow at run-

time by leveraging the results from offline profil-

ing. Finally, to address the third question, we

plan to construct a closed-loop checkpointing

mechanism that will handle the uncertainty at

run-time. The goal of such mechanism is to

check at the end of each stage if the application

can meet the energy and accuracy constraints

selected for execution and, if it cannot, to esti-

mate the new approximate parameters.

END-TO-END REPRESENTATIVE
APPLICATION

We now apply our solution to an end-to-end

object-detection application on video frames. In

this study, we employ in conjunction the twowell-

known algorithms in the computer-vision commu-

nity, namely, HoG and Edgeboxes.9 Figure 5 shows

the different tasks and their functions and input

Figure 5. Object detection workflow using histogram of gradients (HoG)8 and Edgeboxes9 algorithm. Each

dashed block contains multiple implementations of approximable task types (with varying degree of

complexities) and parameters.
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parameters of the object detection workflow that

are approximated. Our approach could, in princi-

ple, be applied to any other object-recognition

technique that allows the tuning of parameters

for determining accuracy/computation trade-offs.

Edgeboxes algorithm identifies the region in the

image where it is likely to find an object as

opposed to a background such as grass and cloud.

These regions are called detection proposals repre-

sented as rectangular boxes on the images. The

HoG object detector is then run on each proposal.

In Table 1, we show the performance of applying

different approximation transformations to differ-

ent parameters of the HoG algorithm.

For video data, we can cast the problem of

selection of approximate parameters as a

sequential learning problem solved by a Markov

decision process (MDP). The MDP-based deci-

sion framework selects the parameters of the

object detection algorithms for a frame and uses

them to execute the object detection algorithms

with those parameters on the frame. If the classi-

fier score is above a predefined threshold, then

these parameters are used for subsequent

frames; otherwise, the MDP is consulted again to

identify the next best set of parameters that

could be used by the algorithm. We can also

design a reward function for the MDP that

achieves acceptable accuracy for the application

with minimum cost (cost in terms of time). In

Figure 6(a), we give preliminary results on the

real-time performance of the proposed approach

and we get up to 30 frames per second (FPS) for

some frames, and the lower bounds on FPS

achieved for this sequence are 10 FPS, with an

average of 20 FPS as opposed to in a fixed param-

eter scenario shown in Figure 6(b), which

achieves only 12 FPS on an average.

Approximation of Input Data

So far we have described approximation in

the application at the algorithm level by manipu-

lating tasks in the applications. Our next goal is

to limit the amount of input data processed by

the application such that the overall execution

time of the application reduces. To this end, we

reduce the spatial resolution of input data via

various subsampling techniques and study how

reduction in spatial resolution impacts the accu-

racy of the application while bringing simulta-

neous gains by reducing the makespan, i.e., the

time to execute the workflow.

In Figure 7(a) and (b), we show the comparison

of various approximation techniques at the task

and data level. For each scenario, we vary the

threshold parameter (a) of the Canny edge-detec-

tion application and downsample the input data by

a certain value (s). The size of the resulting image

after downsampling is 1
s times the original size of

the input image. The values of threshold parameter

(a) for task-based approximation and sampling (s)

for scenarios 1–4 are the value of the threshold

parameter for task-based approximation (when the

input data are not downsampled), and the sam-

pling factor for input-data-based approximation is

0.1 and 16, 0.3 and 8, 0.5 and 4, and 0.7 and 2. As

expected, the performance of the combination of

approximation of both task and data is worse than

Figure 6. Real-time performance of an end-to-end object-detection application in terms of frames per

second (FPS) using (a) approximate parameter selection via MDP decision framework, average FPS ¼ 20; (b)

fixed parameter approach, average FPS ¼ 12.
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that of other techniques; this is because, when the

two types of approximations are applied together,

although they give higher speed up, they also

cause a higher loss in accuracy.

CONCLUSION
We considered the new paradigm of app-

roximate computing to enable accuracy- and

deadline-aware applications in a resource-con-

strained mobile device cloud. We introduced an

approximate computing framework that deter-

mines the approximable tasks in an application

via a powerful workflow representation scheme.

We validated the effectiveness of our approach

through extensive simulations and testbed

experiments taking as motivating example three

key algorithms for interactive perceptive object

recognition and observed that—under limited

available resources—their approximate imple-

mentations perform better than their exact

counterpart.
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Semi-Autonomous and
Autonomous Highway
Driving: An Interactive
Simulation Study
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Bryan Reimer
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Abstract—The aim of this study is to explore user acceptance of semi-autonomous and fully

autonomous vehicles on a highway through the use of an interactive simulator. Participants

were asked to experience driving modes with three different levels of autonomy and

complete questionnaires with items selected from traditional and automotive-specific

technology acceptance models. The three levels of automation included manual driving

(no-automation as a baseline condition), semi-autonomous driving where drivers were able

to indicate lane change decisions, and fully autonomous driving. Results indicate that within

the limited experience of the interactive simulation, users grew to like the automated

system as much as manual control during later portions of the study. Overall, this work

suggests that the driver will quickly grow to like automated driving features and may rapidly

become less anxious about the loss of control experienced.

& THE IMPACT OF automation on drivers is an

interesting and essential question and requires a

fundamental understanding of human factors to

develop acceptable and safe designs for the auto-

mated systems.1 User acceptance and the human

factors of an advanced driver assistance system

(ADAS) have been studied extensively in the liter-

ature.2 In contrast, there are few studies regard-

ing user acceptance of automated driving in

a real-world context due to practical limitations
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such as technological maturity and legislation

problems.3 However, works based on interviews,

online questionnaires through artificial experi-

ence such as imagination or watching videos3–5

and works based on simulations in limited situa-

tions of interest such as resuming control from a

highly automated vehicle6 or safety critical situa-

tions7 provide some guidance to policymakers,

system designers, and researchers working at the

forefront of the changing mobility ecosystem that

will likely involve automated vehicles. Behavioral

research works have been limited by indirect

experiences with the technologies and limited

direct exposure to the concepts through interac-

tive simulators with partial autonomy.

User acceptance of ADAS and autonomous

vehicle technologies is inconsistent in earlier

studies.3–5 The inconsistencies in the reported

preferences may originate from individual differ-

ences in expectations for and experience with

automated systems. Automated vehicle system

designers hypothesize (or perhaps know) that

acceptance may depend on specific characteris-

tics of an algorithmic implementation in an

automated driving system, as it is designed to

functionwithin an operational domain. In essence,

designers need to ensure that users (drivers and

other vehicle occupants) are comfortable with

the performance of the driving system, hence

capable of building an appropriate level of trust in

the system and the associated development of a

desire for use. To the best of the author’s knowl-

edge, this paper is the first presenting a user study

of highly automated vehicle systems on highways

leveraging a state-of-the-art path planning model

through direct experiences on interactive simula-

tions. The automation system in this experiment

was implemented in a way to seamlessly interact

with human drivers based on the frameworks pre-

sented by Park et al.8,9

METHODS

Participants

Participants were required to have been

licensed for a minimum of three years and attest

to driving at least once per week. Additional

requirements consisted of reporting being in

good health for one’s age and being fully comfort-

able speaking and reading English. Volunteers

were excluded if they had been hospitalized in

the past six months, required a pacemaker, or

had a diagnosed neurological or psychological

disorder. A total of twenty-six subjects were

recruited distinguished by age: younger group

(M ¼ 24.3, SD ¼ 3.14, n ¼ 12) and older group

(M ¼ 61.6, SD ¼ 3.95, n ¼ 14). The age group split

was intended to investigate the existence of signif-

icant age group differences. The participants were

also balanced equally across the gender. The

experiments were carried out in the MIT AgeLab

fixed-base driving simulator shown in Figure 1.

Automation Systems

The experiment was designed with automa-

tion systems based on a hierarchical algorithm

that could be well aligned with human perception

of driving task. Manual driving on a highway is

naturally divided into high-level lane change deci-

sions and low-level moment-to-moment control

(e.g., to remain within a lane and move to a target

lane). To align with existing (user) mental models

of driving, an automated driving system was

developed leveraging the same hierarchical task

Figure 1. Driving simulator for the user study.
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structure. An interactive human in the loop driv-

ing simulation experiment was conducted for two

different levels of automated control where the

high-level lane change decisions were made by

either the (human) driver or the automated driv-

ing system.

Along with a regular vehicle without automa-

tion, both semi-autonomous and fully autonomous

driving systems were evaluated by participants.

In the regular vehicle mode, the vehicle was con-

trolledmanually by the traditional interface (steer-

ing wheel, accelerator, and brake). In the semi-

autonomous mode, lane change decisions were

provided by human operators using turn signal

indicators, and the vehicle remained within the

chosen lane by steering itself and adjusting its

speed to avoid collisions with other vehicles in

the lane. If a decision made from the driver was

not safe, the system ignored the request, provided

visual feedback through LEDs, and maintained the

current lane. The fully autonomous mode controls

the vehicle with full control authority including

making lane change decisions, adjusting speeds,

and steering.

It is important to note that the actual moment-

to-moment driving decisions in the automation

condition were based on a realistic automated

vehicle control strategy. In terms of lane change

decisions, the automation system chose a target

lane with the maximum safe control margin (i.e.,

available longitudinal and lateral acceleration

margin) for collision avoidance and lane keeping/

change for the next 15 s (see the paper by Park

and Iagnemma8 for detail). It was designed under

the hypothesis that human drivers prefer higher

safe control margin in the lane. In terms of low-

level control (to remain within or move to a cho-

sen target lane), model predictive control (MPC)

framework with a collision-avoidance condition

was implemented.9 MPC is a receding horizon

optimal controller maximizing a desired perfor-

mance, in this case, minimizing deviations from a

target lane center and a target speed and acceler-

ation efforts.

Procedure

Upon arriving at the MIT AgeLab, participants

were given an overview of the experiment

and three different driving modes: regular,

semi-autonomous, and fully autonomous. In the

overview of the study, participants were given

the explanation for the differences of the driving

modes, speed limit, and performance criteria.

They were told that the driving performance

would be measured based on two criteria: the

first and most important criterion was safety,

and the second criterion was to maintain 55 mph.

The participants were paid a minimum of $50 for

the participation and were told that they have

the opportunity to earn a $10 incentive based on

their performance. Also, they were told that they

would lose $2 for every crash and $2 for every

traffic ticket from the bonus they accumulated.

The importance of safety was reminded before

each driving.

After 5 min of simulator familiarization, the

study primarily consisted of two parts with three

different driving modes for each. During each

part, the drivers were asked to drive each control

condition once in a random order. Drivers were

provided with a 5 min training period prior to

their first evaluation period at each level to prac-

tice each driving mode. After each driving mode,

participants were asked to complete a question-

naire related to their experiences for their most

recent driving mode.

After the first half of the study, participants

were given a short break and continued the sec-

ond half of the study where they again drove

each of the three control conditions but this time

were allowed to select from a set of secondary

activities that could be completed while driving,

such as using cell phone and reading magazines

or paper. In the second round, the participants

were asked to complete a second identical

version of the questionnaire.

Objective Metrics—Vehicle Control Metrics

Various metrics were used to quantify differ-

ences of driving performance between the levels

of automation. Speeding tickets were defined as a

count of the number of times the speed exceeded

60 mph (96.6 km/h) even though the posted

speed limit was 55 mph (88.5 km/h). Root-mean-

square (rms) value of acceleration over the driv-

ing time was measured to quantify the longitudi-

nal input effort and energy efficiency. Jerk and

yaw acceleration were also measured in this

work as they are often used as metrics related to

driving comfort in the literature.10
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Subjective Metrics—Questionnaires

Subjective workload and boredom ratingswere

obtained from questionnaires. Other than work-

load and boredom rating, various measures were

selected from well-established models of technol-

ogy acceptance and usability. Table 1 shows fac-

tors that were selected to compare user responses

to different levels of vehicle automation. Questions

were presented on one sheet for each driving

mode, and the participants were not allowed to

see answers for prior drivingmodes.

RESULTS
The results were first statistically analyzed

using two-way analysis of variance (ANOVA) with

repeated measures with one factor of the differ-

ent driving modes and the other factor of the

rounds. When comparing individual groups

differing one factor, two-way ANOVA was used

with the factor of interest and the other addi-

tional factor of subjects. The significance level of

0.05 was used for the analysis.

Objective Measures—Vehicle Control Metrics

Results from all objective measures are

shown in Table 2.

NUMBER OF LANE CHANGES PER MINUTE The driv-

ers performed more frequent lane changes

than the automated driving system. Significant

differences were found in the number of lane

changes between the three different driving

modes (F(2,150) ¼ 4.62, p ¼ 0.011). Specifically,

the difference between the regular vehicle and

the fully autonomous vehicle was significant

(F(1,100) ¼ 8.02, p ¼ 0.006).

AVERAGE SPEED Human drivers drove the vehi-

cle, on average, faster and closer to the speed

limit than the automation system. The average

speed in the regular vehicle where the speed

was controlled by drivers exhibited significant

differences from the both of the assistance

systems where the speed was controlled by the

system (F(1,100) ¼ 38.9, p < 0.001 with the semi-

autonomous vehicle; F (1,100) ¼ 44.69, p < 0.001

with the fully autonomous vehicle).

In addition, the average speed hadmore varia-

tion in the regular vehicle than the semi-autono-

mous and fully autonomous vehicles. In other

words, in the manually controlled vehicle, the

average speed varied much depending on the

drivers compared to the assistance systemwhere

the speed was controlled by the same algorithm.

NUMBER OF PEAKS IN SPEED, JERK, AND YAW

ACCELERATION Human drivers showed worse per-

formance in keeping the speed limit. On average,

the drivers were issued speeding tickets (i.e.,

exceeded 60 mph) 0.28 times per minute in the

Table 1. Selected measures.

Measure Constructs Adopted expression

Perceived usefulness

Perceived usefulness in TAM,11 relative

advantage in IDT,12 and performance

expectancy in UTAUT13

“How useful did you find the assistance

system to be while driving?”

Perceived ease of use

Perceived ease of use in TAM, ease of use in

IDT, effort expectancy in UTAUT, and

satisfaction with interface and annoyance

in usability

“How easy to use was the assistance

system?”

Perceived safety Perceived safety in CTAM14 “To what extent did you feel safe while

driving with the assistance system?”

Anxiety Anxiety in CTAM and usability “How anxious were you while driving?”

Sense of control Control in usability
“To what extent did you find the assistance

system reacted as you intended?”

Fun Fun in usability
“How much fun did you have while

driving?”

Likability Preference and liking in usability
“How much did you like this method of

driving?”
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regular vehicle (M ¼ 0.24 in round 1 and M ¼ 0.31

in round 2) even though they were asked to keep

the speed limit at 55 mph, while there were no

speeding tickets issued in the semi-autonomous

and the fully autonomous vehicles. Besides, it

was observed that the number of speeding

tickets in the regular vehicle had wide variance

comparable to the mean. This represents that

there exist different driving styles between driv-

ers. For example, four subjects got the maximum

number of speeding tickets, 0.8 time per minute,

while 12 subjects did not get any tickets in

round 1.

It was also shown that the automation system

wasmore responsive to low-level control (as illus-

trated by smooth control) than human drivers.

The numbers of peaks of jerk and yaw accelera-

tion were significantly lower in the automated

vehicles compared to the regular vehicle (for jerk

peaks, F(1,100)¼ 29.83, p< 0.001 between the reg-

ular and semi-autonomous vehicle and F(1,100)¼
29.97, p < 0.001 between the regular and fully

autonomous vehicle; for yaw acceleration peaks,

F(1,100) ¼ 13.27, p < 0.001 between the regular

and semi-autonomous vehicle and F(1,100) ¼
9.99, p ¼ 0.002 between the regular and fully

autonomous vehicle). Also, the wide variance

between subjects in the regular vehicle indicates

differences in driving styles and performance

between drivers. For example, themaximumnum-

ber of the peaks of yaw acceleration for one par-

ticular subject was 0.9 per minute, while 13

subjects exhibited no peaks. The wide variance

was preserved without the particular subject in

the statistics; the coefficient of variation without

the subject was 1.34.

RMS ACCELERATION The automation system was

better at keeping minimum control efforts than

human drivers. The regular vehicle had greater

rms acceleration than the semi-autonomous vehi-

cle (F(1,100) ¼ 66.20, p < 0.001) and the fully

autonomous vehicle (F(1,100)¼ 43.70, p < 0.001).

COLLISIONS There were no collisions observed in

the study.

Subjective Measures—Questionnaires

Results from all subjective measures are

shown in Figure 2.

WORKLOAD AND BOREDOM The self-reported work-

load decreased as the level of autonomy

increased (F(1,100) ¼ 107.18, p < 0.001 between

the regular and semi-autonomous vehicle; F

(1,100) ¼ 44.05, p < 0.001 between the semi-

autonomous and fully autonomous vehicle).

For self-reported boredom, there was a signifi-

cant interaction between the driving modes and

the rounds (F(2,150) ¼ 11.80, p < 0.001). In round

1, boredom significantly increased as the level of

autonomy increased (F(1,25) ¼ 7.72, p ¼ 0.010

between the regular and semi-autonomous vehi-

cle; F(1,25) ¼ 16.60, p < 0.001 between the semi-

Table 2. Mean (and standard deviation) of vehicle control metrics.

Round 1 (5 min) Round 2 (10 min)

Reg. Semi-auto Fully auto Reg. Semi-auto Fully auto

Lane changes (per min.)
0.29

(0.29)

0.26

(0.23)

0.15

(0.18)

0.29

(0.27)

0.13

(0.17)

53.2

(0.30)

Aver. speeds (mph)
55.7

(1.47)

53.3

(0.56)

53.3

(0.42)

54.6

(1.42)

53.4

(0.31)

0.16

(0.12)

RMS accel. (m/s2) 0.26

(0.10)

0.10

(0.16)

0.08

(0.15)

0.30

(0.14)

0.06

(0.11)

0.17

(0.10)

Speeding tickets 0.24

(0.28)

0.00

(0.00)

0.00

(0.00)

0.31

(0.28)

0.00

(0.00)

0.00

(0.00)

Jerk peaks 1.16

(1.65)

0.01

(0.04)

0.00

(0.00)

1.08

(1.31)

0.00

(0.00)

0.00

(0.00)

Yaw accel. peaks 0.21

(0.39)

0.00

(0.00)

0.03

(0.12)

0.28

(0.50)

0.00

(0.00)

0.03

(0.07)
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autonomous vehicle and fully autonomous vehi-

cle). That is, workload and boredom were

inversely related in round 1. In round 2, however,

where participants were allowed to do other

activities, there were no significant differences

between the three driving modes in self- reported

boredom (F(2,50) ¼ 1.48, p ¼ 0.237). On the other

hand, boredom significantly decreased in round 2

compared to round 1 in both of the automation

systems (F(1,25) ¼ 11.51, p ¼ 0.002 in the semi-

autonomous vehicle; F(1,25) ¼ 74.63, p < 0.001 in

the fully autonomous vehicle).

PERCEIVED USEFULNESS Participants found the

fully autonomous system more useful than the

semi-autonomous system and found each sys-

tem more useful in round 2 than in round 1.

There were significant differences in perceived

usefulness between two different assistance sys-

tems (F(1,100) ¼ 8.13, p ¼ 0.005) and between

the two rounds (F(1,100) ¼ 5.57, p ¼ 0.020). The

higher perceived usefulness in round 2 could be

because of the other activities that were allowed

to the drivers.

PERCEIVED EASE OF USE The perceived use of

ease increased as the level of autonomy

increased. The difference

between the regular vehicle

and semi-autonomous vehi-

cle was significant (F(1,100)

¼ 20.65, p < 0.001), and

the difference between the

semi-autonomous and fully

autonomous vehicle was

also found significant (F

(1,100) ¼ 21.01, p < 0.001).

PERCEIVED SAFETY Partici-

pants perceived a similar

level of safety across all

driving modes from the

manually controlled vehicle

to the fully autonomous

vehicle in all rounds. In

other words, there was no

significant main effect of the

driving modes (F(2,150) ¼
0.29, p ¼ 0.750), no signi-

ficant differences between

the two rounds (F(1,150) ¼ 0.10, p ¼ 0.747), and

no significant interaction between the two fac-

tors (F(2,150) ¼ 1.34, p ¼ 0.265) on the perceived

safety.

ANXIETY Participants felt a similar level of anxi-

ety regardless of autonomy levels from the first

round, but they became less anxious in the sec-

ond round in both of automation systems. Anxi-

ety decreased significantly in round 2 in the

semi-autonomous vehicle (F(1,25) ¼ 4.43, p ¼
0.045) and the fully autonomous vehicle (F(1,25)

¼ 4.81, p ¼ 0.038) compared to round 1, while

anxiety in the regular vehicle was not signifi-

cantly different in the two rounds (F (1,25) ¼
2.51, p ¼ 0.125). The less anxiety in round 2 may

come from increased trust from a high level of

safety perceived from round 1 or less attention

on driving due to secondary activities allowed in

the highly automated vehicles.

SENSE OF CONTROL The sense of control signifi-

cantly decreased as the level of autonomy

increased. The sense of control was significantly

different in the semi-autonomous vehicle than

the regular vehicle (F(1,100) ¼ 18.04, p < 0.001),

and it was also significantly different in the semi-

Figure 2.Mean and standard deviation of subjective measures.
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autonomous vehicle than in the fully autono-

mous vehicle (F(1,100) ¼ 7.17, p ¼ 0.009).

A distinct phenomenon in sense of control

was increased variances according to the

increased levels of autonomy. Besides, the distri-

bution was bimodal in the fully autonomous vehi-

cle in the first round. In other words, levels of

sense of control answered by participants were

not normally distributed (p < 0.001), while the

normal distribution null hypothesis was not

rejected in the case of the semi-autonomous vehi-

cle (p ¼ 0.249). Specifically, 9 people rated 0.0, 11

people rated greater than or equal to 7.0 (7.0, 7.0,

7.0, 8.0, 8.0, 8.5, 9.0, 10.0, 10.0, 10.0, and 10.0), and

the rest rated sparsely in between (1.0, 2.5, 3.0,

4.5, 5.0, and 6.0). This means that a group of par-

ticipants generally agreed with the timing and

frequency of lane changes conducted by the algo-

rithm, while the other group did not. There were

no significant differences between two age

groups on this phenomenon (F(1,24) ¼ 0.496, p ¼
0.488). The distribution had no significant corre-

lation with the number of lane changes (Spear-

man rho ¼ 0.145, p ¼ 0.478) or speeding tickets

(Spearman rho¼ 0.249, p¼ 0.219) either.

FUN The result of fun was generally inversely

related to that of boredom. In round 1, the per-

ceived fun decreased as the level of autonomy

increased (F(1,25) ¼ 9.25, p ¼ 0.005 between the

regular and semi-autonomous vehicle; F(1,25) ¼
5.31, p ¼ 0.030 between the semi-autonomous

and fully autonomous vehicle). In round 2, partici-

pants had significantly more fun in the both of the

automation systems compared to round 1 poten-

tially due to allowed activities other than driving

(F(1,25) ¼ 8.44, p ¼ 0.008 in the semi-autonomous

vehicle; F(1,25) ¼ 28.80, p < 0.001 in the fully

autonomous vehicle), whereas there were no sig-

nificant differences in the regular vehicle (F (1,25)

¼ 0.124, p ¼ 0.728). In round 2, there were no sig-

nificant differences in fun between the three

driving modes (F (1,25) ¼ 1.76, p ¼ 0.182).

LIKABILITY Participants eventually liked the

highly automated vehicles as much as the regular

vehicle in the second round even though they

preferred the regular vehicle in the first round.

In round 1, participants liked the regular vehicle

significantly more than the semi-autonomous

vehicle (F (1,25) ¼ 8.63, p ¼ 0.007) or the fully

autonomous vehicle (F(1,25) ¼ 11.10, p ¼ 0.003).

There were no significant differences in likability

between the two automation systems in round 1

(F(1,25) ¼ 1.38, p ¼ 0.251). In round 2, however,

there were no significant differences between the

three driving modes in likability (F(2,50) ¼ 2.71,

p ¼ 0.077). In other words, they liked the automa-

tion systems and regular vehicle to the similar

extent in round 2. On the other hand, partici-

pants liked each automation system significantly

more than in round 1 (F (1,25) ¼ 7.37, p ¼ 0.012

in the semi-autonomous vehicle; F (1,25) ¼ 28.81,

p < 0.001 in the fully autonomous vehicle),

whereas there were no significant differences in

the regular vehicle (F(1,25) ¼ 0.16, p ¼ 0.693).

DISCUSSION

Performance and Acceptance

of the Automation System

Human drivers exhibited worse performance

than the automation systems in terms of keeping

the speed limit and controlling the vehicle

smoothly and energy efficiently. High perfor-

mance on those metrics requires steady and

timely attention to scene perception and precise

and delicate control of the vehicle. As extensively

investigated in the literature,15 humans are well

known to have difficulties with these types of

repetitive control tasks over prolonged periods.

Automation systems are good at repetitive tasks

and may be more akin to obeying the rules of

the road and maintaining smooth and energy

efficientmotion.

The implemented algorithm for the automa-

tion system not only performed well but also was

well accepted by the users. Participants rated

similar levels of safety and anxiety in the automa-

tion systems to the levels of the regular vehicle

from the first round. It is expected that levels of

perceived safety in the driving simulator may

diverge from real experiences on the road. How-

ever, considering that safe driving was empha-

sized as if they were in a real car and monetary

penalty used to aid motivating real-life trade-offs

in speed and safety, the fact that the ratings were

comparable to those for manual driving certainly

means that behaviors of the implemented auto-

mation system were well accepted.
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Based on the established trust for the automa-

tion systems, participants perceived the systems

highly useful. They rated the fully autonomous

vehicle even more useful than the semi-autono-

mous vehicle, and the rating increased in the

second round when combined with secondary

activities. Interestingly, participants rated the

systems highly easy to use from the first round

after approximately 3 min of short verbal expla-

nation of the systems and 5 min of training driv-

ing. Although the participants did not like the

automation systems as much as the regular vehi-

cle in the first round potentially due to a high

level of boredom, they eventually liked the auto-

mation systems when combined with other activ-

ities in the vehicle.

Driver Preferences

The driving behaviors in the manually con-

trolled vehicle varied much depending on driv-

ers especially in terms of average speed, number

of speed tickets, number of peaks of jerk, and

yaw acceleration, while the automation system

exhibited more consistent driving style as ana-

lyzed in “Objective Measures—Vehicle Control

Metrics.” This wide variances of driving styles

explain that wide variance of sense of control in

the automated vehicles compared to the regular

vehicle exists between individuals. Even though

the automation systems were well accepted to

the users, the extent to which drivers found the

systems behaved as they intended varied across

drivers. Especially, in the fully autonomous vehi-

cle, 9 people of 26 rated 0.0 and 11 people rated

greater than or equal to 7.0, while the system

was well accepted in safety and anxiety. The tim-

ing and frequency of lane changes may be a criti-

cal influence on drivers’ preferences. Revealed

driving preferences could be considered in

personalization of automated driving systems to

optimize user acceptance. Future work may wish

to consider if behavioral traits or other aspects

of driving preference can be used to effectively

personalize automated control.

Secondary Activities

In the second round where drivers were

allowed to engage in secondary activities, they

reported less anxiety, less boredom, increa-

sed fun, increased perceived usefulness, and

increased likability in the automation systems. It

is plausible that the availability of secondary

activities led to an overall workload increase

(driving plus doing things) in a way to alleviate

boredom associated with automated driving and

enhance the experience with these technologies.

It is, however, not clear based on this work how

workload modulation between monitoring the

driving environment and doing things will unfold

in the real-world driving applications. Interface

for automated driving features (e.g., Tesla Autopi-

lot, Volvo Pilot Assist, GM’s Super Cruise, etc.)

very likely play a significant role in limiting how

drivers can allocate their attention away from the

road. It can be concluded, however, that people

would accept the fully autonomous vehicle tech-

nology and do not appear to differentially rate it

from assistance systems that still require a mini-

mum level of driver supervision.

Clearly, if these observations are to carry for-

ward to real-world driving, expectations of what

an operator experiences may be impacted by

driver’s engagement in secondary activities. The

results clearly showed that drivers may be

unlikely to enjoy to the fullest degree the supervi-

sion of highly automated driving systemswithout

the ability to do other activities. Implications for

safety may occur if driver attention (that is

diverted to secondary activities) cannot be read-

ily reallocated to detecting, understanding, and

responding to situational contexts that require

operator involvement (e.g., navigational deci-

sions, operating conditions outside of design cri-

teria, failure of operations, etc.).

Age Group Differences

No consistent significant differences appeared

between the two age groups, rather sporadic

differences between the groups appeared. Even

though actual physical workload was not

required in the fully autonomous vehicle, the

older group reported modestly higher but signifi-

cantly greater mental workload than the younger

group in the first round (M ¼ 0.23, SD ¼ 0.60 for

the younger group; M ¼ 1.14, SD ¼ 1.01 for the

older group; F(1,24) ¼ 7.61, p ¼ 0.011). Further-

more, the younger group reported that the semi-

autonomous system was significantly easier

to use than the older group in the first round

(M ¼ 9.33, SD ¼ 1.23 for the younger group and

A User Study of Semi-Autonomous and Autonomous Highway Driving
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M ¼ 8.11, SD ¼ 1.42 for the older group; F (1,24) ¼
5.45, p ¼ 0.028). This did not carry forward to the

second round when they experienced the system

while being allowed to do other activities (p ¼
0.141 for workload; p ¼ 0.839 for perceived ease

of use). Instead, the younger group reported a

greater degree of fun than the older group in the

semi-autonomous vehicle when they had authori-

ties to change lanes and the freedom to do other

activities (M ¼ 6.42, SD ¼ 2.22 for the younger

group; M ¼ 4.29, SD ¼ 2.56 for the older group; F

(1,24)¼ 5.04, p¼ 0.034).

CONCLUSIONS
The automation systems were generally much

better at maintaining low-level control of the

vehicles, specifically smooth motion, energy effi-

ciency, and keeping vehicle speeds under the

limit. On the other hand, the control authorities

handed over to the automation systems resulted

in less fun and more boredom for drivers. While

user acceptance levels of automation systems are

dependent on the implementation of such sys-

tems, the implementation in this work was well

accepted in terms of accessibility, safety, and use-

fulness. It can be concluded that people may be

more likely to accept highly automated vehicles

withmature technologies, where trust in the auto-

mation systems is gained through experience. It

is clear that the use of automation will likely

result in higher utilization of secondary activities

(largely considered today as distractions to driv-

ing) to fill available time and attentional reso-

urces. These observed behaviors suggest that

automation-induced underload may in real life be

expressed bimodally. A segment of the driving

populationwill bemore into ending in low arousal

state results in an increased prevalence of fatigue.

Another group may end up exhibiting increased

secondary task engagement. However, the degree

to which either effect results in an increased

safety concern will likely relate to the level of

automation and the degree to which it is robust

to errors that the human is expected to help the

system recover from. More cohesive attention

management systems that offer ways to more

readily assist drivers in the reallocation of atten-

tion may be a critical element in the safe deploy-

ment of semi-automated driving systems.
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Abstract—This work proposes a novel three-dimensional model to represent users’ mental

workload when using smartphone applications. We validate this model by studying the

factors’ perceptual independence and interactions using data collected from 22

participants. By analyzing the correlations between the factors of mental workload and

tap strength captured by smartphones’ built-in sensors, we discover tap strength is

significantly affected by and can potentially be used to infer the hidden states of mental

workload. We build a prototype system and show the effectiveness of assessing mental

workload using tap strength without additional human or device costs in both laboratory

and real-world settings.

& UNDERSTANDING USERS’ MENTAL workload of

using smartphone applications is important for

researchers and developers when conducting

smartphone-based mental health studies,1 devel-

oping just-in-time intervention technologies to

improve user experience,2–4 increase driving

safety,5 etc. To facilitate the above-mentioned

research and applications, this work studies the
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problem of representing and assessing users’

mental workload during smartphone interactions.

In psychology, the widely accepted subjec-

tive workload assessment technique (SWAT)7

models users’ mental workload with three fac-

tors: time load, mental effort load, and psychologi-

cal stress load.7 We adapt and refine this model

for the scenario of smartphone interactions and

propose a three-dimensional model including

motor difficulty, cognitive load, and time load. The

first factor, motor difficulty, describes the users’

efforts for controlling finger movements based

on visual feedbacks and is controlled by the size

of touchscreen interaction elements (e.g., but-

tons).8 As analyzed by Crossman and Goodeve,8

a user needs to constantly perceive the visual sig-

nals, estimate the motion trajectories, and per-

form corrective motion “impulses” to perform a

successful tap on the target, which requires unin-

terrupted user attention. Because touchscreen

interaction is the dominant way for users to inter-

act with smartphone applications, we pay special

attention to motor difficulty. The second factor,

cognitive load, is equivalent to mental effort load

in the traditional model.7 Cognitive load involves

processes such as performing calculations, mak-

ing decisions, and estimations, accessing short-

termmemory that describes the amount of cogni-

tive effort required by an interactive task.7,9 The

third factor, time load, is defined by the time

required and available for completing a task,

which is similar to the definition of time load in

the SWAT7 in a narrow sense. We remove psycho-

logical stress load that describes fear of physical

harm or fear of failure7 because the smartphone

applications considered in this work are mostly

noncritical.

Based on this model, we conduct a pilot

study toward user mental workload assessment

using smartphones’ built-in sensors. Different

from traditional approaches that rely on self-

reports7 or psycho-physiological devices,10 we

propose to use smartphones’ built-in sensors to

sense and assess user mental workload to sup-

port large-scale studies. Inspired by the existing

work on assessing computer users’ stress using

typing pressure11 and motived by the correla-

tions between users’ response time/force and

perceived mental workload,8,12,13 we study the

correlations between user tap strength and the

perceived mental workload with smartphones.

With IRB approval, we collect data from 22

participants and validate the proposed model

and assessment system through a 2 � 2 � 2

experiment design. As a pilot study, we examine

the factors separately without combining them

into a unified measurement. However, statistical

tests reveal the complex interactions among the

factors even if we focus on one factor at a time.

We discuss such interactions and design our

assessment system based on these findings. The

resulting user mental workload assessment sys-

tem achieves over 80% accuracy by only using the

tap strength information and over 90% accuracy

by using commonly available context informa-

tion, suggesting the effectiveness of the proposed

approach.

In summary, this work makes the following

contributions.

1. We propose a three-dimensional model to

represent users’ mental workload of using

smartphone applications comprehensively.

2. The perceptual independence and interac-

tions between the factors are studied to show

how users perceive these factors and how

the factors are correlated with each other.

3. We establish the correlations between the

factors of mental workload and tap strength

captured by smartphones’ built-in sensors

and show the potential of using tap strength

information to build an assessment system

that does not require human efforts or spe-

cialized devices.

4. We discuss the usefulness of the findings in

this work to support further research and

applications, including but not limited to

supporting large-scale studies and just-in-

time interventions.

RELATED WORK

Mental Workload

Mental workload describes the amount of

mental cost of accomplishing the tasks6 and has

attracted much interest in human–computer

interactions.2,4,9,10,14 In the work presented by Di

Stasi et al.,14 mental workload is defined as “the

amount of cognitive capacity required to perform

a given task” and involves cognitive tasks such as

selection, memory store and recall, data entry,
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reasoning, comprehension and processing, and

motor movements.9 In the work conducted by

Okoshi et al.,2,4 they propose to decrease users’

cognitive load caused by interruptive notifica-

tions to improve users’ “mobile experience” and

maximize the success of delivering contents.3

The cognitive load that describes the amount of

user attention is defined as “the total amount of

mental effort allocated to working memory.”2,4 In

a recent work,10 Zhao et al. study the problem of

using physiological signals to assess the cross-

task mental workload defined using different task

difficulty levels during anomaly detection.

While the above-mentioned works mostly

study mental workload as a single unidimen-

sional concept, studies in psychology show that

mental workload is better explained as a multidi-

mensional construct6,7 that requires multiple

resources.15 To achieve a more comprehensive

understanding of mental workload in smart-

phone-based interaction scenarios, we refer to

the widely accepted psychological concept of

the SWAT7 and refine it to our scenario to

obtain a three-dimensional mental workload

model. We find that the factors in our model are

separable but correlated with each other, which

calls for more attention on the multidimensional

nature of mental workload in the future research

work.

Mental Workload Assessment

Early work on assessing a task’s mental work-

load is mainly conducted by analyzing self-

reports.7 While this approach can obtain direct

knowledge on user’s perceived mental workload,

it is limited in supporting real-time applications

and large-scale studies. Recent work has shown

the potential of using psycho-physiological sen-

sors such as pupillary response, ECG, and EOG to

assess user mental workload.9,10,14 However, the

high human or device costs of the above-men-

tioned approaches are prohibitive for large-scale

daily usage scenarios. Different from the above-

mentioned work, this work proposes to use

smartphones’ built-in sensors without additional

human or device costs.

With the rich sensing ability of modern smart-

phones, researchers have developed systems

to automatically assess users’ mental workload

and interruptibility without requiring additional

sensors.2–4 Different from the work by Okoshi

et al.2–4 that focuses on breakpoint detection,

this work focuses on assessing the mental work-

load directly. For computer users, recent work

shows the potential of using keyboard pressure

to assess user stress levels.11 Inspired by but dif-

ferent from the work by Hernandez et al., our

work uses tap-strength on touchscreens and tar-

gets at smartphone interaction scenarios, which

may involve different user postures.

Similar to Zhao et al.’s work,10 we usemachine

learning technologies to assess mental workload.

Different from their work that uses a single classi-

fier, we learn three models in our system for the

three factors and use a feedback loop to model

the factors’ interactions based on our findings.

In summary, this work proposes a low-cost

approach that does not require additional

human efforts or devices and can support large-

scale studies for application assessment and

mental health1 and build just-in-time interven-

tion technologies to improve user experience4

and driving safety.5

THEORY AND RESEARCH
QUESTIONS

We present our theory and research ques-

tions in this section.

First, we propose our mental workload model

to be a three-dimensional construct composed of

motor difficulty, cognitive load, and time load by

adapting the existing model of mental workload7

to smartphone interaction scenarios. Next, our

work is motivated by the existing evidence on

how users’ response time is correlated with the

factors in our model: 1) user motion time (time to

complete the response to a stimuli) is propor-

tional to motor difficulty8; 2) the intensity of a

stimulus (determined by cognitive load) is

related to user’s response latency by an exponen-

tially decaying function12; and 3) user response

time is significantly faster with higher time

load.13 Combining the above-mentioned results

and the observation that user’s response force

increases with a faster response time,13 we pro-

pose our hypothesis in the smartphone interac-

tions as follows.

Hypothesis: a user’s tap strength on a

touchscreen is negatively correlated with her/his
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response time, which is strongly correlated with the

mental workload of the task being performed.

Based on the above-mentioned hypothesis,

this work studies the following research questions:

� RQ1: How does tap strength vary with differ-

ent levels of mental workload?

� RQ2: Is tap strength an effective indicator for

assessing mental workload?

We answer the above-mentioned questions

through experiments in the following sections.

EXPERIMENT DESIGN

Test Program and Tasks

Figure 1 shows the Android-based, game-like

test program developed for our experiment. The

screen is divided into two areas: the test area in

the middle and the information area on the top.

The subject is required to click the round-shaped

buttons in the test area following the require-

ments introduced later. The information area dis-

plays tasks-specific information such as time

countdown, number of mistakes made, number

of button clicks completed/required, etc. A pleas-

ing or warning sound is played when a subject

clicks the correct or wrong button, to help the

subject focusing on the experiments.

Tasks involved in the experiment are config-

ured with high and low levels of motor difficulty,

cognitive load, and time load. We name each task

using a three-digit representation, as shown in

Figure 1.

Motor difficulty. Motor difficulty is controlled

by the target’s size. As shown in Figure 1(a), for

low motor difficulty tasks, the target buttons are

large (diameter ¼ 1 cm). For high motor diffi-

culty tasks, the buttons are small (diameter ¼
0.5 cm), as shown in Figure 1(b).

Cognitive load. Stroop task12 is used to control

the cognitive load of a task. For low cognitive

load tasks, there is only one green-colored button

in the test area [see Figure 1(a)]. For high cogni-

tive load tasks, the information area shows the

name of a color printed in another color. A total

of five buttonswith different colors appear at ran-

dom positions in the test area with only one

matching the displayed color name [see Figure 1

(b)] that the subject is required to click.

Time load. A task’s time load is controlled by

time available to finish the task. For low time load

tasks, a subject can take as much time as neces-

sary to finish the task of clicking 50 buttons, and

there is no indication of time, as shown in Figure 1

(b). For high time load tasks, a subject has 60 s to

complete the task of clicking at least 120 buttons.

Besides the time countdown shown in the infor-

mation area [see Figure 1(a)], a clock ticking

sound is also played to increase time pressure.

The experiment includes eight tasks with

each representing a unique combination of high

and low levels of motor difficulty, cognitive load,

and time load. During the test, the smartphone

records the accelerometer (with gravity elimi-

nated) readings at 200 Hz and every tap events.

Participants and Setting

A total of twenty-two participants including

11 females and 11 males are recruited, aged from

21 to 51. All participants are experienced smart-

phone users, can perceive color normally, and

none of them is familiar with the experiment.

The experiment is conducted in a quiet room

with temperature and humidity controlled by air

conditioning. The participants are asked to per-

form the test while sitting on a chair with their

nondominant hand holding the smartphone and

the dominant hand tapping on the screen.

Protocol

The experiment lasts for about 60min for each

participant. In the beginning, the participant

is briefed by the research assistant about the

Figure 1. Test program interface under two task

configurations. Task configurations are represented

by three digits: D/d, C/c, and T/t for high/low levels of

motor difficulty, cognitive load, and time load,

respectively.
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requirements of each task, and how he/she will

be rewarded, while the objective of the experi-

ment and the types of sensor data collected

remain untold. Possible learning effect is elimi-

nated by a free-exploration session. The begin-

ning part lasts for about 30 min including a 5-min

rest period in the end.

After the test has started, the participant is

left alone to complete the tasks following the

instructions given by the test program. The eight

tasks involved in the test are grouped into four

groups with each group containing two tasks.

The order of the tasks is randomized to eliminate

possible order effect. Each group of tasks takes

approximately 4 min to complete, and there is a

2-min rest between two groups.

The participant is required to report the per-

ceived level ofmotor difficulty, cognitive load, and

time load on a 5-point Likert scale ranging from

very low (score ¼ 1) to very high (score ¼ 5) for

each task immediately after the task is finished.

For each participant, themaximum andminimum

reward is capped at $20 and $8, respectively,

after the experiment.

EXPERIMENT DATA ANALYSIS
This section analyzes the data collected in the

above-mentioned experiment to answer RQ1: How

does tap strength vary with different levels of mental

workload?We use the (pseudo) impulse proposed

in the work byHeo and Lee17 as an indicator to tap

strength, which is computed by aggregating the

absolute acceleration in a 150 ms time window

starting at 50 ms before the tap event.

Model and Experiment Validity

We first validate our model design for mental

workload by testing the perceptual indepen-

dence7 of the factors. Figure 2 summarizes

the perceived levels of each factor (measured by

scores) for each task. To val-

idate the factors’ perceptual

independence, we need to

answer the question: are the

subjects always able to per-

ceive the change in one factor

with the other factors held

constant? Furthermore, to

show that our experiment

design is successful, we need to answer the

question: does the perceived level of one factor

increases significantly by increasing the level of

the corresponding factor as designed by the

experiment?

Perceptual independence. To answer the above-

mentioned questions, we perform the single-sided

Mann–Whitney U test with a ¼ 0.05 to analyze

the scores since they do not follow the normal

distribution. The dependent variable (DV) is the

perceived level of a factor (by its score), the inde-

pendent variable (IV) is the level of the corre-

sponding factor in the game, and the control

variables (CVs) are the levels of the other two

factors. Testing results show that the perceived

level of one factor (i.e., motor difficulty, cognitive

load, or time load) increases significantly with the

increasing level of the corresponding factor under

all four combinations of the levels of the other two

factors. This result suggests that 1) our model

design is valid because the factors are perceptu-

ally independent; 2) our experiment design is suc-

cessful because the perceived level of a factor

increases significantly with the increase of corre-

sponding task configuration.

Figure 2. Frequency distribution of scores for perceived motor

difficulty, cognitive load, and time load in different tasks.

Figure 3. Overview of perceived levels of the factors under different configurations

(notations follow Figure 1).
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Statistical tests and interactions. Since percep-

tual independence does not imply statistical

independence, we further test the relationships

among the factors. Figure 3 plots the scores in

different tasks configurations. We use the per-

ceived levels of the factors (by scores) as the

DVs and the levels of the factors in the experi-

ment as IVs, and test the results with three-way

MANOVA, a ¼ 0.01 (see Table 1). The results sug-

gest that 1) the main effect of changing each fac-

tor on its perceived level is significant, which is

consistent with the results of perceptual inde-

pendence; 2) increasing the time load also signifi-

cantly increases the perceived level of motor

difficulty and cognitive load, as shown in Figure 3

(a) and (b), respectively; 3) there is an interac-

tion between time load and cognitive load on the

perceived levels of motor difficulty and time load,

respectively. As shown in Figure 3(a), when

motor difficulty is high, a higher level of cognitive

load increases/decreases the perceived level of

motor difficulty when time load is low/high,

respectively. As shown in Figure 3(c), when time

load is high, increasing the levels of motor

difficulty, and cognitive load has a negative

impact on the perceived level of time load.

In summary 1) the factors in ourmodel are per-

ceptually independent, which allows us to study

them separately; 2) there are complex interac-

tions between these factors. As a pilot study, this

paper is not intended to develop a unified model

that combines all three factors. However, the

interactions among the factors cannot be ignored

even when studying the factors separately. Our

assessment system is then designed to be condi-

tioned on the other two factors when assessing

one factor with a feedback loop, as shown in

Figure 4.

Tap Strength Data Overview

A total number of 12 656 taps are recorded in

our experiment. Figure 5 illustrates the impulse

captured under different task configurations. We

also compute the Pearson’s correlation coeffi-

cients between impulse and levels of each factor

by assigning 0 and 1 to the low and high levels,

respectively. In Figure 5, it is clear that increasing

the motor difficulty and cognitive load decreases

the tap strength with negative correla-

tion coefficients, and increasing the

time load increases the tap strength.

Next, we use the within subject

three-way ANOVAwith a¼ 0.01 to ana-

lyze the data (see Table 2). The main

effect of each factor on tap strength is

significant, which is shown in Figure 5.

Moreover, there is a significant inter-

action between cognitive load and time

load. Figure 5(c) suggests that a higher

Table 1. Main effects and interactions of motor difficulty (MD), cognitive load (CL), and time load (TL) on the perceived levels of the

factors. Three-way MANOVA, a ¼ 0.01.

Factor
MD score CL score TL score

F value Pr (>F) F value Pr (>F) F value Pr (>F)

MD 61.5066 4.865e–13 0.8910 0.346552 4.1893 0.04223840

CL 1.6001 0.207645 55.9350 3.965e–12 5.6371 0.04223840.0187129

TL 48.9905 5.867e–11 10.6766 0.001316 165.2183 <2.2e–16

MD � CL 1.6001 0.207645 0.4271 0.514326 0.0067 0.9348469

MD � TL 3.1361 0.078389 0.0053 0.942202 3.5458 0.0614247

CL � TL 7.7443 0.006005 0.0053 0.942202 12.3936 0.0005546

MD � CL � TL 0.3485 0.555780 0.0475 0.827823 0.0067 0.9348469

Figure 4. Assessment system design overview.
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level of cognitive load reduces

the increase of tap strength

caused by increasing time

load. This result suggests that

the factors’ impacts on tap

strength are not simply addi-

tive, which increases the com-

plexity of parsing the data. As

a result, we turn to machine

learning techniques to build

the assessment system as introduced later.

Single Factor Statistical Tests for Directionality

To understand the directionality of the effect

of every single factor (IV) on tap strength (DV),

we use single-sided Mann–Whitney U test with a

¼ 0.05 to analyze the effect of each factor when

fixing the levels of the other two factors (CVs).

For each factor being studied, e.g., motor diffi-

culty, there are four conditions corresponding to

the high and low levels of the other two factors.

As a result, we perform four tests to study the

effect of changing one factor.

Results of sitting. We first study the data col-

lected when the subjects are sitting. As shown in

Table 3(a), in most cases, the subjects show a

significant decrease in tap strength after increas-

ing motor difficulty. Similar results are observed

when increasing cognitive load [see Table 3(b)].

Finally, Table 3(c) suggests tap strength is signif-

icantly increased after increasing time load in

most cases. Though occasional outliers are

observed in the test results, the general pattern

of tap strength varying with perceived mental

workload is clear.

Influence of postures. In real life, users interact

with smartphones with different postures. This

study examines the influence of postures on our

finds. We repeat the experiment by asking the

same participants to take the experiment under

the same protocol while walking. To eliminate pos-

sible order effect, each participant is randomly

assigned to take the sitting or walking experiment

first. The results are shownby red-coloredmarkers

in Table 3. The similarity between the results

obtained in the two experiments suggests the rela-

tionship between tap strength and the factors of

mental workload holds under different postures.

Summary

Summarizing the above-mentioned results, we

answer RQ1 as each factor in our three-dimen-

sional mental workload model has a significant

impact on users’ tap strength, which implies the

Figure 5.Mean and standard error of tap strength under different configurations

(numbers on the edges show correlation coefficients).

Table 2. Effects of the factors on tap strength, within

subject three-way ANOVA, a ¼ 0.01. Notations for the

factors follow Table 1.

Factor
Tap strength

F value Pr (>F)

MD 58.1350 1.3555E–10

CL 26.9858 2.2102E–6

TL 57.7211 1.5149E–10

MD� CL 3.1636 0.07997

MD� TL 5.7351 0.01952

CL � TL 9.5707 0.002914

MD � CL � TL 0.2412 0.62502

Table 3. Effect of increasing level of mental workload on tap strength.

Mann–Whitney U Test, p < 0.05.̂—significant decrease, �—significant

increase, blank—no significant change, black and red colored

markers for sitting and walking postures, respectively. Notations for

CVs follow Figure 1.
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possibility of using tap strength to infer the levels

of each factor in the reversed direction. However,

there are complex interactions among the factors

on how the users perceive them and respond with

tap strength, which must be considered during

the following study toRQ2.

MENTAL WORKLOAD ASSESSMENT
Given that tap strength is correlated and sig-

nificantly impacted by the factors of mental

workload, this section aims to answer the

research question RQ2: Is tap strength an effective

indicator for assessing mental workload? empiri-

cally by building an assessment system and

evaluate its performance. The answer will be pos-

itive if our system achieves good performance.

Assessment System Design

Figure 4 shows an overview of the assessment

system. This system is designed to assess each

factor separately following the above-mentioned

analysis process. Based on our findings for RQ1,

the assessment system uses tap strength as the

main input. The captured tap data stream is first

segmented using a sliding window of ten taps.

For each window, we apply five statistical func-

tions (mean, variance, max, min, and max-min) to

extract features. Additionally, possible context

information such as response time and target

size is also considered.

The system builds a model for each factor

to discriminate the high and low levels of Motor

difficulty, cognitive load, and time load. We use the

random forest classifier with ten component

trees for model implementation. With respect to

the interactions among the factors, each model

in the assessment system also uses the levels of

the other two factors as input. When the levels of

the other two factors are not known, a feedback

loop is created and the system works

iteratively by using the estimation

obtained in the last iteration as input to

assess the level of the target factor until

converges.

System Performance Evaluation

To evaluate its performance, we

use assessment accuracy as the metric

and perform a tenfold-cross-validation

using all participants’ data.

We first evaluate the system’s performance by

only using tap strength. We start our evaluation

by fixing the levels of the other two factors when

concerning one factor, which represents the ideal

condition that interactions among the factors are

omitted. Detailed results are summarized in

Figure 6. The assessment accuracies for all the

factors are above 80%, and the average accuracy

is 84.9%. For time load, the detection accuracy is

the highest of 87.1%. The confusion matrix in

Figure 6 suggests the proposed approach outper-

forms a naÃ¯ve random classifier whose esti-

mated detection accuracy is 50%.

Furthermore, we allow the factors to take ran-

dom levels during testing. Comparing to the

results in Figure 6, the assessment accuracies for

motor difficulty, cognitive, and time load are 78.7%,

80.3%, and 84.6%, respectively, without enabling

the feedback loop in Figure 4. By enabling the

feedback loop, the assessment accuracies for

motor difficulty, cognitive, and time load increase

for 2.3%, 2.2%, and 2.6%, respectively. This result

suggests that the assessment performance of one

factor is affected by the levels of the other two

factors, which can be explained by the interac-

tions among them, and the feedback loop in our

system design is effective in addressing this chal-

lenge. The iterative algorithm converges within

five rounds in 94.3% of the cases. For the rest

5.7% cases, the system loops among possible

results and cannot converge. We empirically ter-

minate the algorithm after ten iterations because

a longer execution time does not improve the sys-

tem’s performance.

We also evaluate the predictive power of dif-

ferent features by an exhaustive search over the

feature spacewith feature number�3. The results

suggest different feature subsets achieve compa-

rable classification accuracy, and the features

Figure 6. Assessment performance with other two factors fixed.
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max and min show stronger predictive power

than other features in some occasions. Because

the complete feature set that contains all the five

features shows reliable performance through

multiple test executions, we conduct the follow-

ing studies by using the complete feature set.

Finally, by adding possible context informa-

tion such as response time and target size into

the system, the assessment accuracies on motor

difficulty, cognitive, and time load are increased to

98.9%, 98.4%, and 90.3%, respectively. While the

system performs poorly by using the context

information alone, this result shows the effective-

ness of context information in enhancing the dis-

criminative power of tap strength on mental

workload assessment.

In summary, the assessment system is shown

to be effective on the dataset collected in labora-

tory settings. Next, we evaluate its performance

using real-world data.

REAL-WORLD STUDY
In this experiment, we evaluate the system’s

performance in real-world scenarios.

Detailed experiment information is as follows.

Tasks: five real-world games (visit https://youtu.

be/uze00DPQ4nU for demonstrations) including

Sudoku, Crazy Mole, Minesweeper, Gomoku, and

Don’t Tap the White Tile (DTWT) are used. These

games are chosen because 1) they are common

to the players; and 2) they mainly interact with

the players through tapping. During the experi-

ment, we ask each participant to play only the

first level of the game. Devices: a logging applica-

tion is developed to record tap strength (by sam-

pling the accelerometer) and application usage

information during each game play. The current

logging application relies on Android APIs and

only works with Android version below 6.0.

A total of three Google Nexus 5 smartphones

(Android 5.1.1, 2.26 GHz quad-core CPU, 2 GB

RAM) with the logging application and games

installed are used for data collection. Participants:

participants are recruited by two research assis-

tants through online social networks. There are

59 participants (7 females and 52 males, aged

from 20 to 26, experienced in using smartphones)

who contributed valid data. Protocol: we offer the

participants the smartphones, instruct them on

how to collect data and provide feedbacks, and

allow them to play the games in random order

and unconstrained environments. Each partici-

pant reports the perceived motor difficulty, cogni-

tive load, and time load to be high or low for each

game after playing. The ground-truth labels in

Table 4 are obtained from amajority voting of the

feedbacks. There is no reward for participation.

Data collected: data collection lasts for three

weeks, and 1109 min of data is collected. For the

59 participants, 53 of them collected data for all

five games, 4 participants played four games, and

2 of them contribute data for three games. An

average of 18.5 min of data is collected from each

user. The amount of data collected for each game

is listed in Table 4.

We use the assessment system in Figure 4 for

this study. The beginning and ending 5% of data

are removed from each session to omit the peri-

ods the games are activated but not played. We

then evaluate the performance of the proposed

system following two strategies: 1) tenfold-cross-

validation; and 2) leave-one-application-out-vali-

dation. For tenfold-cross-validation, the assess-

ment accuracies for motor difficulty, cognitive

load, and time load are 88%, 87.9%, and 88.1%,

respectively. By comparing to the results shown

in Figure 6, it is clear that the system achieves

Table 4. Real-world games used for testing.

App Motor difficulty Cognitive load time load Data amount

Sudoku Low High Low 211.8 min

Crazy Mole Low Low High 134.2 min

Minesweeper High High Low 183.8 min

Gomoku High High Low 318 min

DTWT Low Low High 261.5 min
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comparable results in unconstrained real-world

environment. Next, we consider the case of

assessing the mental workload levels of a new

application and evaluate the system’s perfor-

mance by leave-one-application-out-validation.

The assessment accuracies for motor difficulty,

cognitive load, and time load are 67.7%, 67.7%, and

69.1%, respectively. While the accuracies drop for

over 20% on average, our system still outper-

forms a random classifier with expected 50% in

accuracy, suggesting our system can effectively

discriminate the levels of mental workload even

the application is never seen before.

Summarizing the above-mentioned results,

we answer RQ2 as empirical results suggest tap

strength is an effective indicator for mental

workload assessment in both laboratory and

real-world settings. Context information such as

response time and target size is useful in improv-

ing the system’s performance but cannot be

used to replace tap strength information.

DISCUSSION
We discuss the usefulness of our findings as

follows.

First, our study shows that users’ mental work-

load of using smartphone applications is amultidi-

mensional construct composed of separable but

correlated factors includingmotor difficulty, cogni-

tive load, and time load. Researchers can develop

models based on ours and adapt it to different sce-

narios, and the interactions between the factors

should be carefully controlled during experiment

and system design as shown in this work.

Second, we study the correlations between

mental workload and tap strength and build a pro-

totype assessment system. It is possible to conduct

large-scale mental workload studies with low costs

based on our approach. The assessment results

can either be used to study the applications’ men-

tal demands compared to other applications by

summarizing the publics’ responses or conduct

mental health studies1 by comparing one’s per-

ceived mental workload against others’ on a set

of benchmark applications.

Third, the proposed assessment approach

can perform continuous sensing and assessment

of users’ mental workload without human inter-

vention. It can support the development of

just-in-time intervention technologies to adap-

tively adjust the applications’ interfaces (e.g.,

increase the button sizes on detecting the motor

difficulty is high), limit the use of high demanding

application in certain circumstances (e.g., driv-

ing5) to increase safety, or avoid interrupting the

users during high mental workload sessions.4

CONCLUSION
In conclusion, this work takes a step toward

using smartphones’ built-in sensors to assess

users’ mental workload when using applications.

Built on the top of well-established psychological

concepts of SWAT,7 this paper proposes a three-

dimensional mental workload model to smart-

phone interaction scenarios. Through extensive

experiments, we show the factors in our model

are separable but correlated. Furthermore, we

study the impact of the factors on users’ tap

strength and show the effectiveness of using tap

strength to assess the hidden states of user men-

tal workload by building and evaluating a proto-

type system in both laboratory and real-world

settings. The findings in this work can support

future research and applications as discussed

above.

Our further research includes but not limited

to 1) developing a unified model that combines

all three factors in the current model; and 2) con-

sider other factors such as multitasking5 accord-

ing to application scenarios.
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& THE 7TH ACM International Symposium on

Pervasive Displays (PerDis 2018) took place

from June 6–8 in Munich, Germany. The con-

ference featured four tutorials, two keynotes,

22 papers, nine posters, and four demos.

The general chair, Albrecht Schmidt from

the Ludwig-Maximilians-Universit€at M€unchen

(LMU), and the program cochairs, Julie Rico Wil-

liamson (University of Glasgow) and Ivan Elhart

(Universit�a della Svizzera Italiana, USI), opened

the conference by reporting the statistics of

PerDis 2018. This year, the conference attracted

44 attendees from 10 different countries, show-

ing a promising growing trend if compared with

last year edition. PerDis strives to create a com-

pelling environment for young and seasoned

researchers alike. Thus, it recognizes outstand-

ing contributions using awards for the best

paper, demo and poster via attendees voting.

RESEARCH TRENDS
The conference program included four paper

sessions, namely: “Large Displays and Design

Strategies,” “Display Applications and Interfaces,”

“Novel Displays and Installations,” and

“Augmented Reality, Virtual Reality and Display

Awareness.” During the conference, 22 full papers

were presented. Additionally, nine posters and

four demos were presented in a subsequent ses-

sion. Here, the contributions are clustered into

thematic areas in order to highlight the main

trends in pervasive displays research, which

have been also summarized in Figure 1.

Application Areas for Pervasive Displays

Nine contributions presented applications

for using displays. Wearable displays such as

augmented reality (AR) glasses, head-mounted-

displays (HMDs), virtual reality (VR) sets, and

vibrotactile bands had the highest research

momentum (four papers), followed by ambient

displays such as wall tablets (two papers and

one poster), and public displays (two papers

and one poster).

PUBLIC DISPLAYS An emerging theme in pervasive

displays research was how to design applications

for networked displays. It is no surprise that

during PerDis 2018 this theme has been covered

by a couple of papers. Mateusz Mikusz (Lancaster

University) presented his work on the use of a

network of pervasive displays aimed at aiding
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student recall in an academic campus. A longi-

tudinal study has been conducted in a cam-

pus-wide trial to investigate how showing

lecture slides as memory cues may support

computer science students. After-presentation

discussions focused on the research challenge

of efficient content creation and cue selection.

Examples include content creation responsibil-

ity and whether it belongs to the instructors,

or the students and whether the objective of

the screens is to help students remember ver-

sus understand the content better. In a poster

presentation, Peter Shaw (Lancaster Univer-

sity) introduced technical details about the

mobile application used in the trial to improve

the interaction.

Similarly, Rui Jos�e (University of Minho) et al.

used a network of pervasive displays, but in a dif-

ferent context. They explored the use of net-

worked LED message sign displays in the urban

context. Jos�e provided an overview of the possi-

ble design challenges that future work will face.

These include the need for supporting interaction

with networks of displays, as well as issues with

infrastructure, dealing with integration in the

existing architecture, and choices about content.

Scalability and applicability of such networks to

different contexts was also proposed as an addi-

tional issue to be considered in future designs.

AMBIENT DISPLAYS Two papers focused on explor-

ing ambient displays in a domestic context.

Figure 1. Emerging themes of pervasive display research in PerDis 2018. Most of the contributions were

focused on application areas for pervasive displays with a rise in the submissions related to wearable displays

(e.g., AR/VR applications). Several papers focused also on novel displays, such as those based on levitating

particles and plant-based displays.
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The first paper by Marius Hoggenmueller (LMU

Munich) presented an exploratory case study on

the use of low-resolution lighting displays aimed

at visualizing domestic energy performance data.

Three displays were deployed in three different

households, and then the families were inter-

viewed. Hoggenmueller explained that using such

displays can be preferred to more traditional

mobile applications (e.g., via tablets). Showing

live data may gain user acceptance more easily

than visualizing historical data on mobile devices.

The second paper by Alexandra Voit (Univer-

sity of Stuttgart) et al. introduced Caloo, an

ambient and pervasive smart wall calendar with

event suggestions. Caloo aims to increase users’

awareness about upcoming events, also engag-

ing them to suggest additional events. Voit pre-

sented the outcome of an evaluation study of

Caloo, suggesting that users value the interac-

tive calendar and are eager to use it. Insight on

future work included comparing this approach

to using projectors and investigating the impact

of illumination levels on the user experience.

WEARABLE DISPLAYS HMDs, arm bands and AR-

oriented wearable markers were explored by sev-

eral papers this year. In particular, Liviu Coconu

(neARtracker) and Brygg Ullmer (Clemson Univer-

sity) presented an interesting demo for interact-

ing with a virtual garden using a tangible device

and a HMD. This demo showcased the apparatus

described in this year’s best paper award winner

by Ullmer et al., which covered a project originally

deployed in 2004. After 14 years, the project came

back to life with low-cost technologies, using an

inexpensive tracking sensor mounted on a smart-

phone to bring together tangible interaction and

VR. The talk, along with the subsequent discus-

sion, offered some hints on how this project

revival may occur again in the future (2032, 2202)

using new technologies such as HMDs or BCI.

The theme of combining modalities for dis-

playing and modeling content was also explored

by Tim Claudius Stratmann (University of Olden-

burg), who explored the use of wearable

and vibrotactile displays (i.e., AR glasses and

armbands) to spatially guide users with vibra-

tions and peripheral visual cues. Stratmann

explained that both visual and vibrotactile cues

successfully guide the users, but using both

simultaneously increases the workload and

should be avoided. Vibrotactile wearable dis-

plays have also been explored by Vanessa Cobus

(OFFIS Institute for IT) et al., in order to help in

delivering efficient alarms to nurses, reducing

acoustic noise. She addressed the problem of

alarm-fatigue resulting from conflicting noise as

it causes a delayed or inadequate response time

to crucial alarms. She showed that a vibrotactile

wearable solution is suitable because it provides

low error rates, short response times, and good

usability. The discussion that followed the talk

focused on potential technical developments of

the prototype, such as increasing battery dura-

tion and managing thresholds for better deciding

when to deliver the alarms. Cobus also demoed

her system in the conference.

Aesthetic and ubiquitous displays were

explored byAshley Colley (University of Lapland),

who introduced the concept of “Smart Jewelry.”

Colley et al. proposed the use of jewels as AR

markers, thus allowing for displaying information

via mobile applications. They described the

process of making jewels, and which character-

istics make them compliant with AR-oriented

interactions.

Novel Displays

Nine contributions presented novel displays.

The contributions are clustered around three

categories: 1) displays using projections in novel

locations, 2) displays using physical interactive

objects as their pixels, and 3) environmental

installations re-purposed as displays.

PROJECTED DISPLAYS Two papers focused on

exploring the car as a medium for displaying

information. The first paper by Ashley Colley

(University of Lapland) et al. investigated the use

of displays on exterior surfaces of cars. Colley

et al. conducted a focus group with projected

displays to understand users’ preferences and

feedback. They showed that solutions focusing

on improving safety are considered most benefi-

cial, and that displaying individually targeted

information was mostly disliked due to privacy

concerns. The second paper by Andreas Riegler

(University of Applied Sciences Upper Austria)

et al. discussed an investigation of autonomous

vehicles’ users about the use of windshield
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displays. He showed which areas of windshield

displays are considered most important by

potential users, and the importance of adaptive

content based on the level of automation. For

instance, warning messages are considered

more important when take-over situations are

expected, while infotainment systems are pre-

ferred when a higher level of automation is pro-

vided by the car. The subsequent discussion

focused on the content selection, suggesting

the importance of investigating aspects such as

users’ responses to advertisements.

Anke M. Brock (University of Toulouse) and

Jessica R. Cauchard (IDC Herzliya) used a differ-

ent medium and introduced “FlyMap” in their

paper, an investigation on how to interact with

displays projected from drones. Envisioning the

use of such drones in aid scenarios, they con-

ducted two pilot studies aimed at investigating

interactions via smartphone and mid-air ges-

tures with maps. The discussion focused on pro-

posing alternative interaction methods such as

voice control and highlighted the importance of

investigating the affordance blindness problem

(i.e., users’ inability to understand the interac-

tion modality supported by the display).

ARTISTIC INSTALLATIONS This set of contributions

focused on repurposing existing establishments

in the environment to pervasive displays by intro-

ducing new interactions with them. For example,

Antti-Jussi Yliharju (University of Lapland) et al.

explored the use of ice as an interactive visualiza-

tion. Yliharju provided an overview of ice charac-

teristics, and how to exploit them in conjunction

with controllable lights. He also presented a

design space for ice as a design material, particu-

larly as part of interactive systems, based on

examples and domains where ice has been uti-

lized. This novel idea fostered an interesting

discussion on using ice as a visualization medium

to connect cold places with hot places, and how

technologies like thermal cameras may be helpful

in enabling vision-based interactive capabilities.

He also gave a poster presentation showing a

snow wall installation as a novel display material

for interactive public experience, based on the

use of mid-air gestures. Another idea, presented

by Ecem Ergin (UCL), was the utilization of orange

robotic arms, usually adopted for automatizing

assembly lines, as a new form of public display.

Ergin showed how these kinetic installations

(which included also light sources, mirrors and

soundscapes) functioned as a socializing plat-

form. Thus, they can also be approached as a new

typology of media interfaces embedded in the

everyday city environment, pointing to a new

potential application of urban human–computer

interaction. Moving from large scale installations

to personal and portable ones, Beat Rossmy (LMU

Munich) presented a modular, low-resolution dis-

play to support electronic musical pre-education

called COMB. This poster presentation discussed

designing meaningful interaction using the low-

resolution display that allowed user to choose dif-

ferent instruments by changing the display layout.

PHYSICAL PIXELS DISPLAYS During the confer-

ence, several presentations focused on physical

pixels, i.e., objects used in groups as a display to

mimic digital pixels. In particular, the conference

program included papers showing airborne ver-

sus grounded physical pixels. Julie R. Williamson

(University of Glasgow) presented her group’s

work on levitating particle displays, using ultra-

sound to allow physical “particles” (voxels) to

be positioned and controlled in mid-air. William-

son proposed a design space and challenges for

interacting with levitating displays and using

them in order to visualize information. Levitating

displays elicited an interesting discussion about

supporting voxels of different shapes and sizes,

as well as using different physical properties

(e.g., magnetic fields) to overcome some of the

limitations of using ultrasound. On the other

hand, Vito Gentile (University of Palermo) intro-

duced Plantxel, the first prototype of a plant-

based pixel to be used in a wider plant-based

controllable display. He described a feasibility

study, showing that the use of thigmonastic

plants (i.e., plants that respond to external stim-

uli such as touches or vibrations) allows for

good contrast ratios. The discussion focused on

the challenges of transporting the plants as well

as maintaining them, as compared to controlling

them.

Interaction Techniques for Pervasive Displays

Eight contributions focused on interactions.

The contributions can be clustered into two
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categories: 1) remote interaction, 2) techniques

for easing interactions.

REMOTE INTERACTION TECHNIQUES There was a

trend focusing on mid-air and touchless interac-

tions this year in the presented work (two papers

and one poster). Florian Alt (LMU Munich) intro-

duced ShapelineGuide, a dynamic visual solution

to guide users of large interactive displays in per-

forming the correct mid-air gestures. Shapeline-

Guide includes a feedforward system that shows

the possible three-dimensional (3-D) paths to per-

form all the supported gestures. Brock et al. also

explored mid-air gestures for drone projections,

as discussed earlier. Similarly, Vito Gentile (Uni-

versity of Palermo) used touchless interaction as

well. Gentile et al. created an avatar-based inter-

face to allow autistic users to access information

about artwork. An exploratory study suggested

that touchless interaction can increase usability

and accessibility. On the other hand, Jake Patter-

son (University of Manchester) focused on using

a mobile phone to support remote interaction. In

his paper, he proposes “SlideTalk,” a tool allow-

ing an audience to comment and control slide-

shows using personal mobile devices. Patterson

discussed the results of a comparison study,

showing a higher number of interactions when

users were able to comment on the display con-

tents, suggesting that SlideTalk was able to foster

engagement with displays. The subsequent dis-

cussion involved many questions about the bene-

fits of including, or not, comments on the display,

how to manage the pagination, and how this solu-

tion can be ported to any other display system.

TECHNIQUES FOR EASING INTERACTIONS The follow-

ing contributions focus on drawing the attention

of users to the presence of the displays or their

content. For instance, Salvatore Sorce (University

of Palermo) presented a poster that investigates

a sound-based solution for drawing acoustic

paths towards an interactive public display, in

order to use it for overcoming display blindness.

Marius Hoggenmueller (LMU Munich) discussed

how to draw attention to common failures affect-

ing public interactive displays. He proposed

five design strategies aimed at overcoming the

common software, hardware and environmental

issues. Complementarily, Uwe Gruenefeld

(University of Oldenburg) explored the AR realm

in the context of pervasive display research, pre-

senting FlyingARrow. This solution aims at guid-

ing users to locate and visualize out-of-field

objects, a common issue in many AR and VR

applications. The results showed that FlyingAR-

row performs better than previous work. He also

demoed “EyeSeeX,” a visualization technique

aimed at guiding users to visualizing out of view

objects in VR.

Evaluation Techniques for Pervasive Displays

Three papers were presented investigating

the impact of external factors on classical evalu-

ation methods or proposing the usage of existing

models in other domains. Patrick Tobias Fischer

(Bauhaus-Universit€at Weimar) et al. investigated

the temporal, spatial, and contextual impact on

users’ ratings when using AttrakDiff, a standard

questionnaire commonly used to evaluate the

user experience in response to interactive public

installations, media façades and public displays.

Two papers borrowed from existing metric

models and used them across domains. The first

paper, by Jim Wallace (University of Waterloo)

et al., was about evaluating a user’s fatigue while

interacting with large multitouch displays. Wal-

lace showed how it is possible to apply the

cumulative fatigue model, originally designed for

mid-air gestures, in order to make it usable with

multitouch interactions. In the subsequent dis-

cussion, Wallace explained that the model can

be calibrated to achieve error rates comparable

to those for mid-air interaction, and that this

model can potentially be applied to single-touch

interactions. On the other hand, Christian Mai

(LMUMunich) investigated the use HMDs in pub-

lic settings. Usually, HMDs require the presence

of some operators who help users to wear them.

However, this research models the behavior of

public HMDs in a way that resembles the well-

known audience models defined in prior perva-

sive display research. This approach elicited

many questions from the audience, including

how to evaluate the affordances of HMDs, and if

this model can be applied to other fixed large

displays for exploring 3-D environments.

MISCELLANEOUS THEMES Education was an emerg-

ing theme that included Mikusz’s paper about a
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campus trial for memory augmentation using lec-

ture slides, and two additional poster presenta-

tions. The first, by Matthias Ehlenz (RWTH

Aachen University), presented a framework for

multitouch learning games that incorporates

learning analytics components and tangibles to

improve collaborative learning experiences. The

second, by Jonas Herbert (Ruhr University of

Bochum), defined a framework for documenting

Lego Serious Play, based on the use of Hololens

in AR. The system was also demoed. Comple-

mentarily, Jakob Karolus (Technical University

of Darmstadt) investigated proficiency-aware

systems that can sense user’s proficiency to

adapt the presentation of content. Similarly,

Calvin Liang (Tufts University) explained how

eye tracking can be used as a real-time method

for evaluating programming skills.

Collaborative interactions also interested some

contributors to the poster track. Yashio Matsuda

(Saitama University) focused on a user interface

that allows multiple users to interact simulta-

neously and obtain information from a public

display. On the other hand, Masahumi Muta (Uni-

versity of Tsukuba) explored how to reduce social

awkwardness from interactions by providing an

interface for a nonhuman fitting room experience

in fashion, in order to reduce stress of speaking

out one’s true opinions and suggestions.

EMERGING THEMES IN PERVASIVE
DISPLAYS RESEARCH

Emerging Themes From the Keynotes

The two keynotes had a complementary

nature this year. Prof. Nigel Davies (Lancaster

University, see Figure 2a) focused on sketching

a solid research agenda for public displays

research and Prof. Gudrun Klinker (Technical

University Munich, see Figure 2b) presented her

vision about human–machine partnership where

intelligence amplification supersedes artificial

intelligence.

In the opening keynote, Prof. Davies

highlighted the need for keeping a critical eye on

“saturated display environments” where being

surrounded by numerous screens is the default.

Setups like Times Square in New York or Picca-

dilly Circus in London, with dozens or hundreds

of screens, arise a plethora of new research

questions. For instance, new effective interac-

tion techniques are required, as well as effective

ways to engage users with content, despite the

cognitive overload due to the high number of

screens. New engagement metrics are also

required, since number of passers-by or glances

at a screen become obsolete in this context.

Even phenomena like display blindness need to

be reanalyzed almost from scratch. Prof. Davies

highlighted that we do not know yet how to iden-

tify the optimal number of screens to cover a

certain space, in order to make the content

engaging for the highest possible number of

passers-by, while minimizing costs of installa-

tions, maintenance and energy consumption.

All these ideas represent low hanging fruits for

the pervasive displays community, in order to

create interesting and impactful research in the

current evolving contexts.

In the closing keynote, Prof. Klinker proposed

the use of gamification and AR as strategies for

increasing human motivation, and thus efficient

Figure 2. Two keynote speakers at PerDis 2018. In (a), Prof. Nigel Davies presented a keynote on saturated

display environments, and in (b), Prof. Gudrun Klinker’s keynote was about serious games and gamification

for AR.
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communication with the machines to leverage

intelligence. She discussed the impact of gamifi-

cation on various user groups, such as motivat-

ing behavioral change in older adults, or

increasing the productivity of workers. While

worker resisted serious games because “they

are not here to play,” older adults developed

a dependency on the games that enabled the

caretakers to use them to motivate behavioral

change. Prof. Klinker closed by promoting

“Gamified Steerable Simulation Environments,”

supporting multiple displays and ubiquitous

interactions.

Emerging Themes From the Conference

Looking at the previous PerDis conferences,

some trends have been confirmed, but new ones

emerged. In particular, focusing on PerDis 2016

and 2017, we can see an increasing interest

towards AR and VR. Both themes were discussed

in PerDis 2016 (where a tutorial was dedicated to

VR), but PerDis 2018 had entire conference ses-

sion dedicated to this topic.

Other themes still continue to be of inter-

est, such as interaction techniques and the

need for supporting immediate usability, or

allowing multiuser interactions. Other themes

are novel display hardware and technologies,

understanding audience behavior, techniques

for attracting and engaging users, and case

studies in-the-wild.

Interestingly, the 2018 conference had less

emphasis on software systems, e.g., operating

system for pervasive displays, or novel content-

scheduling solutions. An entire conference

session was dedicated to this theme in PerDis

2016, and even more papers covered such

topics in prior editions. This may be seen as

a shift towards HCI themes versus software

engineering.

Finally, the three one-day tutorials covered

hot research topics in the community to reduce

the entry barrier for young researchers. The first

one, by Prof. Florian Alt (Bundeswehr University

Munich) and Mohamed Khamis (LMU Munich),

was about the basics of pervasive display

research, covering concepts such as interaction

design and evaluation. Reflecting the emerging

research trend to use AR and VR technologies in

the context of pervasive displays, the second

tutorial by Pascal Knierim (LMU Munich) and

Matthias Hoppe (LMU Munich) offered an intro-

duction to AR technologies such as Unity and

Hololens. The third tutorial by Sven Mayer

(University of Stuttgart) and Huy Viet Le (Univer-

sity of Stuttgart) offered an introduction to

machine learning techniques to implement

intelligent systems.

CONCLUSION
Prof. Nigel Davies from the steering commit-

tee concluded the symposium with an open dis-

cussion about the conference, to get attendee

feedback and ideas to improve future editions.

Participants were also asked to leave feedbacks

on Post-It Notes. Reviewing those comments,

the main strengths of the conference were

reported to be the engaging and competent

community, as well as the many opportunities

for networking.

In general, the work presented in PerDis 2018

reflects the most recent advances in pervasive

displays research. The interest from the commu-

nity, and the new frontiers envisioned, suggest a

potential growing interest in these topics, which

can provide a great addition to the pervasive

computing research area.

During the conference, next year’s general

chair Salvatore Sorce announced that PerDis

2019 will be hosted in June in Palermo, Italy.

Papers accepted to PerDis 2019 will be invited to

extend their work for a special issue on perva-

sive displays published by the Springer journal

“Personal and Ubiquitous Computing.”

Vito Gentile is a Research Fellow with the

University of Palermo, Palermo, Italy. Contact him at

vito.gentile@unipa.it.

Passant Elagroudy is currently working toward

the Ph.D. degree at the University of Stuttgart,

Stuttgart, Germany. Contact her at passant.el.

agroudy@vis.uni-stuttgart.de.

Ecem Ergin is currently working toward the Ph.D.

degree at the University College London, London,
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Motivating Students to
Understand, Rather Than
Consume, Knowledge

Andreas Riener

Technische Hochschule Ingolstadt

Department Editor: Andrew L. Kun [Andrew.Kun@unh.edu]

& HOW CAN A university lecturer inspire students

in pervasive computing? In the interdisciplinary

undergraduate program “User Experience Design”

(tripartition of computer science, conception and

design, and usability) at Technische Hochschule

Ingolstadt, we have demonstrated how appropri-

ate didactic concepts generate value in contrast

to “purely transferring information.” We discuss

our experiences and how selected modules in the

curriculum help students to gradually acquire a

holistic understanding of pervasive computing

and how we inspire them to work in scientific

fields by incorporating current findings from

research into teaching

After the industrial revolution in the 19th

century, the digital revolution (i.e., information

technology, networking, Industry 4.0) is consid-

ered the most profound change of the 21st

century. Tailor-made/individual manufacturing,

ubiquitous systems, on-demand customer service,

global networking (“Internet of things”), mobile

communication, social networks, and automated

driving are examples of topics that have

far-reaching implications for the economy, as

well as the professional and private everyday

lives of people.1

This digital revolution must also be reflected

in education so that the next generation of tech-

nology leaders can meet the demands of the new

information society. In reference to Industry 4.0,

Education 4.0 refers to a reorientation of knowl-

edge transfer with a focus on computer science

as a key competence. Implementation has been

taking place internationally since 2006 under the

term “computational thinking.”2 For example,

programming is being introduced as a compul-

sory subject from primary school. In Germany,

a leader in some Industry 4.0 technologies,

this still only happens in pilot projects: under

the leadership of RWTH Aachen University, for

example, the Ministry of Culture of North Rhine-

Westphalia has initiated a project that develops

a computer science curriculum for elementary

schools and is being implemented at individual

model schools.3 Such programs must balance

the importance of computer science for future

competitiveness, against ensuring that children

are not overwhelmed and that there is enough

time for free play that promotes the develop-

ment of creativity and other social skills.4
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FOSTERING TRANSFER OF
KNOWLEDGE IN TECHNICAL SKILLS
AND AROUSING ENTHUSIASM FOR
RESEARCH

Since computer science is currently not

widely taught in K-12 education (at least, not in

Europe), we should try to fill in some gaps

through university education—in particular in

programs related to pervasive computing and

STEM in general. This can be a difficult task,

especially in interdisciplinary degree programs

such as “User Experience Design” (UXD) that

combine computer science, conception and

design, and usability. Students who enter such

programs may have a wide variety of prior

knowledge with diverse personal interests.

The solution we propose is to take a three-

pronged approach.

1) Idealism and passion of the lecturer as a

prerequisite for good teaching. This is cer-

tainly not a new concept; it was, for exam-

ple, mentioned by Alberto Moravia (1907–

1990): “If the passion is missing, everything is

missing. Nothing can be achieved without

passion.”

2) Motivation to convey a holistic under-

standing of technology by making the theo-

retical content comprehensible, showing

its practical applicability, and allowing stu-

dents to learn the practical applicability

through hands-on experimentation. This

approach was recently supported in a

press release of the Conference of German

University Presidents, in which they state

that “students [..] do not only want a scien-

tifically sound education, but also practical

references and a preparation for possible

career fields.”5

3) Close integration with current findings from

research in order to show the practicality

of course content and to arouse enthusi-

asm for research and science. In Germany,

the Federal Ministry of Education and

Research has recognized the importance of

this pillar and launched the “Innovative

Hochschule” support program. The €500

million program promotes the transfer of

ideas, knowledge, and technology in the

time span 2018–2027. A key aspect of suc-

cessfully funded project proposals was the

willingness to implement innovative con-

cepts for the transfer of knowledge

between research, teaching, and society

through the development of appropriate

teaching modules. Technische Hochschule

Ingolstadt, in alliance with the Catholic Uni-

versity Eichst€att-Ingolstadt, is one of the

universities supported by the program. In

addition, the core competences (research

and teaching) of the universities are sup-

plemented by “service learning,”6 a didacti-

cally guided cooperation with society.

EXAMPLE: APPLICATION OF THE
“USER CENTERED DESIGN”
APPROACH TO THE CURRICULUM

ISO standard 9241-210 recommends a

human-centric approach (i.e., the “user-cen-

tered process”): an iterative process for design-

ing interactive products and applications, in

which users, their tasks (objectives, needs),

and the working environment (context) play a

central role. The user is involved in the develop-

ment process so that the user’s experience (UX)

is taken into account (see page 5 in the paper

by Knoke).7 The overarching goal is to make

systems usable and useful by focusing on the

users, their needs, and requirements (see page

vi in the paper by Knoke).7 This approach

enhances effectiveness and efficiency, improves

human well-being, user satisfaction, accessibil-

ity, and sustainability, and counteracts possible

adverse effects of use on human health, safety,

and performance (see page 1 in the paper by

Knoke).7

Applied to the UXD program, adopting such

a “user-centered” perspective could mean to

embed the individual modules of the curricu-

lum into a higher level development process

over all seven semesters of the educational

program—with the aim of conveying enthusi-

asm and understanding of technology to the

students and introducing them to scientific

work.

This is supported by various forms of teach-

ing, as shown in the following. Lecturing with

slides still plays a significant role. However,

didactically, it makes little sense to provide

all material (e.g., slides) to the students. If they

have all of the course material in advance,
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students might believe that classroom training is

not important and their attendance and active

course participation decreases gradually over

the semester. Rather, it is important for the

teacher to leave gaps in those materials and to

fill them in during class (e.g., orally, as black-

board sketches, or by discussion of readings

such as articles or book chapters). The material

to be studied in preparation for class should

contain key messages of the course and be rele-

vant for the exam.

UXD is, like most of the other degree pro-

grams at our university, a full-time study

degree program. However, many students

work part-time. We have to create an under-

standing that in-class work is required for suc-

cess. Engaging students in the classroom,

where they jointly develop course content

with the instructor each class, reinforces this

framing.

ORGANIZATION OF, AND
EMBEDDING INTO, THE PROGRAM
OF STUDY

In the first and second term of our UXD pro-

gram, basic knowledge, for example, in object-

oriented programming, is imparted by means of

slides, blackboard sketches, and worksheets

handed out and solved in class, as well as

live coding in front of the students. Although

it does not correspond to the real process,

“programming on paper” has nonetheless estab-

lished itself as an effective learning method; the

drafted solutions can later be transferred to

the computer and tried out, thus realizing an

educational instructive troubleshooting process.

Furthermore, exercises are provided in the com-

puter labs and the solutions are worked out in

collaboration between students, as well as with

the instructor, directly on the computer.

In the third semester, amongst other

courses, hardware technologies are taught and

“brought to life” through hacking sessions (see

Figure 1) and by using simple (visual) program-

ming environments, such as Arduino, Process-

ing, and the multipurpose programming toolkit

vvvv.

In the fourth semester, various methods of

usability research, such as ideation, ethno-

graphic observation, experience sampling,

questionnaires/user surveys or the execution

of user studies, are first studied from a theoreti-

cal perspective before selected methods, such

as brainstorming or World Caf�e, tried out in

class.

(World Caf�e refers to an interactive exchange

format and provides creative networking to sup-

port the development of “collective intelligence.”

People who are interested in a specific topic and

already have some basic knowledge in the

subject area meet in a relaxed atmosphere, such

as a coffee house, for an intensive intellectual

exchange. Small groups develop ideas, learn from

each other, and combine knowledge and experi-

ence at several tables that are changed from time

to time.)

After that, students participate in a “real”

user study. Finally, they design their own study

using software/hardware prototypes according

Figure 1. Keyboard hacking (left): Use of a discarded computer keyboard to control a computer game.

Upcycling hackathon (right): Using decommissioned household items, sensors/actuators, and an Arduino

board to create a cool new product.
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to the prior knowledge acquired in the first three

semesters and the usability methods learned in

the fourth semester.

At the end of the fifth semester, the results of a

mandatory 20þ week internship at a company

related to the study program are conveyed to

diverse target groups using different presenta-

tion formats (lecture style with slides, 1-min

madness, Pecha Kucha, etc.).

(In a 1-min madness, each speaker has 1 min to

make the audience curious about their concept,

prototype, or main lecture. The talk is normally

supported by exactly one slide to arouse the audi-

ence’ need for full information; Pecha Kucha is a

fast-paced lecture style in which 20 slides (images

complementing the oral presentation) are shown

for 20 s each, giving the speaker exactly 6:40 min

to convey an idea to the audience).

In the sixth semester, the entire UCD process

(software implementation, hardware prototyp-

ing, study design, implementation and evalua-

tion, evaluation, presentation of results) is

applied once more and consolidated in subjects,

such as elective courses, seminars or projects.

Students are then in the final (seventh semester)

and ready to carry out the whole iterative

process for their final thesis alone and in an

optimized manner. The compulsory seminar is,

for example, based on a scientific approach and

carried out in the form of a real conference

including paper submission to a submission

system like Easychair, paper bidding, and blind

“peer review.” At the end of the semester, the

“conference” is held with short presentations

and a poster session (see Figure 2). Subse-

quently, selected papers are submitted—in

revised form—to actual conferences; in past

years, some of the submitted papers were

accepted for publication, e.g., for Mensch und

Computer,8 AutomotiveUI,9–12 or CHIItaly.13

HORIZONTAL ACTIVITIES: ACTIVE
INVOLVEMENT OF STUDENTS AND
LECTURERS

In order to continuously improve the degree

program and the overall composition of the

content/modules, student speakers are elected

for each study group and regular “round tables”

are offered for selected study groups each semes-

ter. Student representatives connect teaching

instructors (in particular the program manager)

and the students. Problems—especially of stu-

dents, who do not have the courage to address

them directly—can be discussed and solved

rather quickly while maintaining the anonymity.

Both students and lecturers take part in

these “round tables” to discuss current issues

(overlapping/gaps in the curriculum, didactics

problems, and difficulties with lecturers). The

establishment of this forum is very well received

and significantly supports the further develop-

ment of the degree program.

CONCLUSION
How do we educate students in the pervasive

computing area to be able to cope with the fast-

paced technological progress, develop appropri-

ate forms of user interaction, design aesthetic

interfaces, secure fulfillment of user needs, and

achieve high usability and positive UE? And how

do we motivate students from underrepresented

Figure 2. Poster presentation with discussion (left) and conference presentation of the seminar “Fun/

pleasure of automated driving” at THI (summer term 2017).
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groups (in particular, females) to engage in CS or

pervasive computing?

“If you want to inspire others, you must be
enthusiastic about the matter yourself.”

(Prof. J€urg Meier, Basel University)

In this paper, we reflect on the introduction of an

interdisciplinary degree program UXD that deals

with the above topics. We introduce a didactic con-

cept tomotivate students in active participation and

understandingof knowledge rather than just passive

listening. Key for this concept is idealism and pas-

sion of the lecturer as a prerequisite for good teach-

ing and also the self-motivation of the lecturer to

convey a holistic understanding of technology by

making the theoretical content comprehensible,

showing its practical applicability, and providing

opportunities for hands-on experimentation.

We have raised the share of female students in

the program to more than 50% (while classical CS

programs typically struggle with 20% or fewer

female students). Similar success rates with com-

parable approaches were reported by Stanford Uni-

versity and the University of California, Berkeley.

To conclude, on-site teaching will remain an

important component of academic programs

aiming to achieve high learning success for the

students. However, support through digitaliza-

tion of teaching and new forms of education

(inverted classroom, peer-learning, etc.) is

becoming more important and should be used.
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Making Machines
That Make
Rapid Prototyping of Rapid Prototyping Machines
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& PERSONAL FABRICATION HAS been touted as

the killer application of digital fabrication.

The history of the personal computer is invoked

as a roadmap to ubiquitous, user-friendly, and

inexpensive personal-scale manufacturing. But

what will those machines of the future actually

look like?

Perhaps there is an error in the assumption

that the personal digital fabrication machines

look like smaller versions of their industrial

counterparts. After all, the user profile of some-

one making one thing for themselves is very dif-

ferent from that of a machinist making many of

the same parts in a factory. Perhaps their tools

also look different.

The precision of computer controlled

machines enables reliable production of parts to

tight tolerances. However, how do we harness

the precision of machines without losing the

creativity of individuals? My lab at the University

of Washington is called Machine Agency, and we

research precisely that.

For example, can someone bring the preci-

sion of digital fabrication along with them, like a

handtool? To explore possibilities for portable

digital fabrication, my colleague Ilan Moyer and I

built a multipurpose fabrication tool that could

fold into a briefcase we called Popfab (shown in

Figure 1).4 Popfab was a three-dimensional (3-D)

printer, a CNC mill, a vinyl cutter, a plotter, and

whatever other head you attached to it. Travel-

ling around the world and 3-D printing where

ever you were was certainly fun. However, while

Popfab could come with you, we could not use it

on the world around us like you might with a

drill or a saw. Anything you made on Popfab had

to be smaller than the briefcase we made it in.

We came to realize that it might be more inter-

esting to create portable tools that interacted

with the world around them.

PORTABLE DIGITAL FABRICATION
Augmenting traditional handtools with com-

puter controlled precision has proven to be a

more productive approach to making portable

digital fabrication tools.1,6,7,9 In fact, Ilan has

since started a company called Shaper Tools to

do precisely that. Shaper’s first tool, the Origin,

is a rethinking of the hand-held router for wood-

working.8 The router is mounted within a frame

that can robotically control fine positioning.
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An onboard camera looks out over the material

the router is cutting and recognizes a specially

patterned tape the user lays over the wood. As

the user moves the tool over the wood, the

motors correct for any inaccuracy in motion.

The tool can cut straight lines (or any other

shape) without any kind of jig, in collaboration

with the operator.

Tools like Shaper Origin offer a different kind

of interaction experience for manufacturing.

Other consumer-oriented companies are also

developing new kinds of user manufacturing

experiences. For example, the low-cost Glow-

forge laser cutter has a camera incorporated

into its enclosure so that the tool can detect

markings the user has made directly on material

and cut those out. Drawing the punch holes for

each toaster onto the sheet stock might be a

tedious way to program a manufacturing line.

But for low-volume production, these kinds of

interaction methods make a lot more sense.

It’s not just traditional fabrication techni-

ques that can benefit from the precision of com-

puter-control. The temperature-controlled water

baths of sous-vide cooking enable the reliable

production of perfectly cooked eggs in a restau-

rant. Liquid handling robots can quickly pipette

a gradient of different concentrations of an

active ingredient in a biology lab. How can we

make it easier for people from other fields like

chefs or biologists to make machines for their

needs?

MODULAR MACHINES THAT MAKE
Digital fabrication machines are great for pro-

totyping the mechanical parts of new digital fab-

rication machines. Milling machines can quickly

cut frames out of sheet stock to which you can

attach motors, guide shafts, and bearings. But

that still means you have to design the machine

in CAD and then fabricate it. To make it even

quicker to put together small-scale automation

machines, my colleague James Coleman and I

started making different kinds of motion stages

that could be quickly bolted together, so you

could add or remove degrees of freedom as you

saw fit. Linear stages in different configurations

are shown in Figure 2. Three linear stages could

make up a plotter. Two linear stages and a rotary

stage could make a lathe. We wanted to turn

prototyping a machine into a one-afternoon

exercise.

However, for that to be possible we not only

needed the motion, but also the motion control.

To quickly prototype machine control systems,

Figure 1. Popfab, multipurpose digital fabrication tool with milling, 3-D printing, cutting, pipetting,

and other heads.4 Here shown as a 3-D printer.
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Ilan Moyer and I developed modular controllers

(shown in Figure 3). Every time Ilan and I added

a head to Popfab, we needed to augment its con-

trol system with electronics to control the new

capability. Instead of designing a new control

brain for each machine, we designed a net-

worked control system that enabled adding

functionality to a machine by simply plugging

in another networked board.2 The networked

control system interfaced with a kinematics

library we developed called PyGestalt.5 If we

were to modify any of the kinematics of the

machines, for example switching from lead

screw to timing belt, we could make that update

to a virtual machine object, rather than modify-

ing firmware of the controllers.

To make it even easier to prototype machines,

James Coleman and I decided to make a card-

board version of our modular machine stages.2

The Cardboard Machine kit is an open source

hardware design for laser cutting. The cardboard

stage has a parametric design that can accommo-

date different thicknesses of cardboard that are

cut at different intensities for scoring and cut-

ting through. The stage features Lego-like nubs

that make them even easier to stack together

into machines. We estimate that several hun-

dred machine building novices have now built

Figure 2.Modular machine stages which can be combined into different machine configurations with varying degrees of

freedom.

Figure 3. Network of PyGestalt nodes for running a fabrication machine.
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their own machines using the Cardboard

Machine Kit.

Finally, the machines also need software to

control them. There are open source software

options for certain kinds of machines already,

like Octoprint or LinuxCNC for 3-D printers or

milling machines. However, if you are building a

totally different kind of machine (like a vegeta-

ble carving machine or a coil winding machine),

you might need a different kind of software.

Mods is an browser-based workflow composi-

tion environment under continuous develop-

ment at the MIT Center for Bits and Atoms.3

Using Mods, you can design geometry, calculate

toolpaths, and control machines, all client-side

in the browser.

MACHINE AGENCY
Building tools and libraries like the modular

stages, PyGestalt, or Mods to make it easier to

make machines might seem like an incremental

difference. However, I would argue that they actu-

ally constitute a rethinking of the infrastructure

that underlies automation and the users who

will take advantage of it. Instead of only using

automation for mass-production, these modu-

lar tools make it possible to use the precision

of automation for low-volume production.

Instead of needing expert technicians who will

run machines full time, machines can become

tools that are reached for when needed.

Ultimately, infrastructure like this is needed

to harness the precision of machines for the

creativity of individuals.
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& PARTICIPATORY DESIGN HAS become a popular

method in pervasive computing for health and

wellbeing. Involving end users as participants

in the design of a technology helps to ensure fea-

sibility, acceptability, and usability—key factors

that promote the uptake of pervasive computing

for improving health. These factors are particu-

larly important for emerging technologies, as we

are still learning how they fit into users’ lives.

Pervasive computing researchers have a

unique opportunity to include many voices in

influencing the design and implementation of

emerging technologies. Approaching the concep-

tualization of pervasive systems, applications,

and use cases as inclusively as possible will

ensure our innovations reach their full potential.

If we do not include different perspectives in the

process of innovation, we risk contributing to

inequity and exacerbating existing social divides.

We also limit our capacity for innovation.

Participatory design commonly involves elicit-

ing input and inviting codesign through sketching

and iterative prototyping. This process is meant to

enable meaningful design experiences for both par-

ticipants and researchers, but these broad activi-

ties can be difficult to apply in practice. Moreover,

the activities of participatory design become more

difficult to apply effectively across a variety of pop-

ulations. Pervasive computing has notably tackled

challenging health and social issues affecting a

diverse range of populations—including children

with autism, older adults experiencing physical or

cognitive impairments, individuals with traumatic

brain injury, individuals with limited technology
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experience, residents of low-income communities,

and patients with varying literacy.

As we continue to engage diverse populations

in the participatory design process, we need to

critically reflect on how inclusive and effective our

methods are. From the early stages of the design

process, how do we engage a specific population

in ideation, iteration, prototyping, and evaluation?

Howdoweprovide equitable andmeaningful expe-

riences for participants, while ensuring rigorous

and innovative data collection for researchers?

There has been some population-specific

guidance for applying participatory design tech-

niques—such as cooperative inquiry, which

focuses on children as partners in design.2

However, once in the wild, these methods and

approaches must still be tailored based on the

characteristics of the population. Madsen et al.3

report lessons learned while conducting partici-

patory design with adolescents with autism. Their

participants were not able to articulate difficulties

they had with the system being evaluated, so sev-

eral methods were used to document usability

issues and optimize the feedback loop during

design. For example, clinicians familiar with the

adolescents observed each of the participants

and served as proxies to communicate feedback

on the design according to what they perceived

the children found engaging.

Adapting participatory design methods to the

needs and preferences of specific populations is

an effective strategy. Rather than relying on

standards and guidelines, it has been suggested

that designers develop empathy with their user

groups5 through uniquely tailored strategies for

conducting participatory design. For example,

Sahib et al.6 show a scenario-based approach for

conducting participatory design with blind users.

Still, an open question remains as to how we can

create tasks and activities that positively engage

individuals fromdiverse populations.

ADAPTING METHODS TO EACH
POPULATION

A group of 14 researchers met on May 21st,

2018, during the International Conference on

Pervasive Computing Technologies for Health-

care (PervasiveHealth), to share experiences

and strategies for adapting participatory design

methods to fit the needs of diverse populations.

The aim was to discuss the challenges that

emerge when conducting participatory design

with diverse populations, and share creative

methods and techniques that can overcome

these challenges. The researchers brought per-

spectives from working with populations such

as low-income African-American older adults,

people with vision impairments, and individuals

with Down syndrome. Combining experiences

with a range of diverse populations, the follow-

ing aspects and challenges of the participatory

design process were discussed.

� Building rapport: How do you introduce

researchers (i.e., yourself) and the participa-

tory design process (i.e., your work)? What

phrases are effective for encouraging partici-

pants to provide ongoing, detailed and honest

input?

� Prompts: When is it useful to provide narra-

tive prompts such as scenarios or stories for

participants to respond to? How are these

prompts generated and integrated into the

design process?

� Activities: What activities are appropriate

and effective for specific populations? What

types of activities can maximize enjoyment

for participants while optimizing data collec-

tion for facilitators?

� Tools/artifacts: What tools or artifacts are

helpful to participants and/or facilitators?

When does high tech work well? When does

low tech work well?

� Technology experience: How much relevant

technology experience should participants

have? Do different amounts of experiences

lead to different types of contributions?

� Allies: When and how do you utilize gate-

keepers, champions, or advocates for a spe-

cific population? When and how do you

enlist caregivers, clinicians, or proxies for a

specific population? What are the advantages

of these points of view, and when do they

outweigh the potential risks of not engaging

the population directly?

Three themes emerged from the discussion,

representing key challenges to conducting

an effective and equitable participatory design
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process. We were able to align these themes

roughly with chronological phases of the process.

We present the key challenge in each phase

through an example of working with a specific

population:

1. Gaining access, recruiting, and ensuring partici-

pation can be particularly challenging when

working with stigmatized populations who

may be hesitant to trust researchers.

2. Planning for a mutually beneficial relationship

before, during, and after the design process is criti-

calwhenworkingwithunderservedpopulations,

otherwise we risk making these individuals feel

used and abandoned after data collection.

3. Creating engaging research experiences for par-

ticipants while also gaining rich insights is espe-

cially helpful when working with populations

who do not perceive themselves as designers.

These three key challenges can help us all

think critically about how inclusive and equita-

ble we are in engaging a diverse range of popula-

tions in participatory design.

GAINING ACCESS
It is not always easy to recruit certain popu-

lations and engage them in the participatory

design process. The reasons could be varied,

but more frequently this happens due to

researchers being perceived as outsiders and

due to a lack of trust in their research agenda.

Example: Stigmatized Populations

It can be particularly challenging to reach indi-

viduals for the purpose of doing research around

a stigmatized trait or condition. Many people are

able to hide stigmatized conditions, such as

depression or HIV, and are careful to whom they

disclose related personal information. Privacy

and confidentiality therefore become key barriers

to engaging these individuals in research. Strate-

gies for overcoming these concerns include find-

ing community partners and using computer-

mediated platforms to collect data.

Community partners are individuals already

embedded within the population, such as sup-

port group administrators, advocacy leaders,

care providers, and social workers who have a

deep understanding of the needs and concerns

of those with the stigmatized condition. Commu-

nity partners can serve as a liaison through

which researchers might safely approach the

population. Researchers should share the

details of their research agendas with these com-

munity partners and ask for their advice and

support about gaining access and recruiting

study participants. Community partners can

also help researchers learn how best to interact

with individuals during their research (e.g., lan-

guage use, privacy concerns). For instance, in

the case of people living with a chronic illness

like HIV, such community partners could be

social workers or healthcare providers who are

interacting with patients on a regular basis in a

clinical or supportive setting.

In addition, methods of collecting data online

may also be considered as a way of reducing the

burden and risk of participation in research. For

instance, one commonmethod has been to extract

posts from social media sites and perform content

analysis of messages, images, or discourse. Other

online methods like using asynchronous remote

communities have also been employed to conduct

participatory design activities remotely.4

PLANNING THE RELATIONSHIP
It is important to determine and communicate

clearly—from the start of a relationship—the ben-

efits for all stakeholders during the stages of the

participatory design process. Researchers should

be cautious not to take from the participants

without giving or producing something useful in

return.

Example: Underserved Populations

There can be a feeling of abandonment in cer-

tain communities once data has been collected

and researchers leave a field site. This effect can

be particularly destructive for individuals who

live in communities that are underserved and

under-resourced. Although the nature of partici-

patory design features the collaborative involve-

ment of key individuals that may be impacted by

the development of a health technology, it may

be hard for the immediate realization of these

technologies, or any other potential outcomes of

the participatory design process. Therefore,

researchers are tasked with making research
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activities mutually beneficial for the communi-

ties that they work with. Establishing the overall

end goal of a participatory design experience

with the research participants is one way that

participants can feel a part of the research

agenda and not just a subject of the study. It

may be that this goal is related to the research

agenda, or more closely related to the needs of

the community being asked to participate in the

codesign process.

Researchers can also find ways to share out-

comes of participatory design work to ease the

researcher-participant relationship to lessen this

feeling of abandonment post data collection. This

may be seen through identifying existing commu-

nity resources or small-scale solutions readily

available that align with participant needs. Addi-

tionally, following up on points of action to actual-

ize brainstormed concepts past participatory

design activitiesmay be valuable to lessening par-

ticipants’ perceptions of abandonment.

In addition to the perception of abandonment

of a community following data collection at the

field site, there may be an effect of technology or

intervention abandonment. Despite the potential

of pervasive technologies to address health chal-

lenges, there can be significant barriers of technol-

ogy proficiency, sustainability, and lack of financial

access. Therefore, it is important to consider

the maintenance of technologies conceptualized

during participatory design particularly when

workingwith underserved populations.

CREATING ENGAGING EXPERIENCES
The process of design can and should be

engaging for participants. Not all populations may

immediately perceive themselves as designers, or

understand how much their lived experience can

contribute to a design process. Researchers can

even create research experiences that enrich

communities and empower individuals.

Example: Older Adults With Age-Related

Disability

Older adults (ages 65þ) are often excluded

from the design process with the assumption

that they are uninterested in newer technologies

and lack the technology proficiency to engage

in participatory design. Beyond skill level and

generational differences, other considerations

become critical for designing for and engaging an

aging population, such as age-related disability.

Researchers in human–computer interaction, per-

vasive computing, and accessibility spaces have

discussed the importance of designing for older

adults, but engaging them in the design process

can be challenging. Older individuals may not feel

they have the creative skills or digital self-efficacy

to be designers in such a youth-dominated design

space. In a participatory design environment

where people are asked to make design contri-

butions in a group space, engagement is key,

yet self-imposed age stereotyping or percep-

tions of failure may impede upon engagement

levels and contribute to feelings of disempow-

erment in interactions with researchers.1 Such

disempowerment may be exacerbated with

older adults with age-related disabilities such

as late-life vision loss or mild dementia.

One of the most important aspects of engag-

ing older adults in the design process is to first

find appropriate ways to engage with their com-

munity. To achieve this, some researchers spend

several months volunteering or performing dif-

ferent activities with residential living facilities

or care centers. These activities are not always

research related, but can be influential in under-

standing how to engage older adults in the

research process. For example, a research team

could visit a senior center once a week and play

card or board games with older adults. Over

time, conversations during these visits could

expand to other forms of gameplay and could fit

well with a participatory design activity centered

around a game or play-related activity. As a

result, participants would feel more at ease

engaging with the researcher in conversation

and it would be easier for the research team to

continue with codesign activities in which con-

versation is important.

Participatory design materials and activities

can also be adapted such that older adults feel

more capable of engaging in the design process.

A potential barrier to this population feeling

that they can be effective design partners is

the perception of intimidating or unfamiliar

materials or the lack of experience with design

thinking. Leveraging familiar technology and

using different methods of concept visualization
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to explain the goal of the activities can help to

overcome these barriers. Implementing design

activities such as collaging or storyboarding

that resemble leisure activities that older adults

are familiar with (arts and crafts or storytelling,

respectively), may support engagement. If the

participatory design activities include using

high tech concepts or devices, technical jargon

should be avoided, and the tech devices must be

introduced progressively.

CONCLUSION
Pervasive computing researchers should

strive to include many voices in the design of

emerging technologies, so the systems they cre-

ate can benefit diverse populations. This paper

summarizes strategies that can be applied in

three phases of participatory design—recruiting,

developing relationships, and creating engaging

experiences:

� engage a member of the community in the

research team;

� facilitate peer mentorship;

� make the mutual benefits of engaging in

research clear;

� seek research advocates within communities;

� develop trust over time starting with non-

research related activities;

� find methods of concept visualization that

are accessible.

Designing for and with diverse populations is

a challenging process. We hope that the strate-

gies and challenges discussed in this paper can

help other researchers to enrich their design

work and innovation with a broader range of

populations.
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& THE BRAIN IS the last frontier for wearable

sensing. Commercially available wearables can

monitor your vital signs and physical activity,

but few have the ability to monitor what goes on

inside your head. With the advent of new wear-

able and portable neuroimaging technologies,

this situation might be about to change, with

profound implications for neuroscience and for

wearables.

One of the main attractions of wearables,

and wearable sensing, comes from the proxim-

ity of the devices to the human body and to the

wealth of information that might be gathered

from being so close. Yet when it comes to sens-

ing the brain—and, even more so, our minds—

significant difficulties arise. First among these is

the inadequacy of available sensing technology.

It is relatively easy to sense the movement of a

person’s arm, but much more difficult to gain

access to the workings of their brain. Second,

and perhaps more fundamentally, we still do

not really know enough about how brains

actually work in the real-world and outside the

restrained laboratory setting—and it is hard to

sense and make use of what we do not quite

understand.

Despite the difficulties, there are things we

can do to help us understand, and make use of,

the signals from this most complex organ and

its workings—both as engineers, by building

better sensing methods, and as neuroscientists,

by improving experimental design. Wearables

have an increasingly important role in these

activities. Here we give a short overview of

current brain imaging technologies, and the

challenges involved with using these, with a

particular emphasis on their applicability as

wearables. We then discuss how wearable sens-

ing can help transform our understanding of

the brain through improved, more ecologically-

valid neuroscience.

SENSING METHODS

Electroencephalograph (EEG)

Electrodes that measure brain activity have

been widely used (and abused) ever since the

time of Richard Caton (1842–1926), who first

measured brain signals in live animals. EEG is an

aggregated trace of neural spiking patterns and

is measured as a voltage drawn between pairs of

electrodes placed at key locations across the

scalp.8 Certain frequencies and locations of

EEG are known correlates of particular cognitive

states, such as the tendency of alpha waves

(8–12 Hz) to become suppressed when a person

is concentrating (and active when asleep). EEG

is fast and can give valuable information on brain

changes within tens of milliseconds. The hard-

ware needed to sense and process EEG is inex-

pensive, and easily integrated into a wearable

(e.g., see the NeurotechX project https://
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neurotechx.com). This is particularly useful for

building technology that can detect (and act on)

epileptic seizures, for example, and has been

marketed as an input device for gaming.

Several downsides to EEG exist, however.

A low signal-to-noise ratio (SNR) means EEG is

sensitive to electrical interference from other

sources, like musculature, heart rate, or electri-

cal devices. EEG is heavily affected by move-

ment, even by blinking, and this can make it

difficult to use in a wearable and naturalistic con-

text. A further downside to EEG is that, although

fast, electrical damping through the skull limits

its spatial resolution (to around 5–9 cm).

Magnetic Encephalography (MEG)

The electrical signals of different brain regions

can also be measured by detecting the weak mag-

netic fields that they create. This is the approach

used in MEG. The main advantage of MEG is its

improved spatial acuity compared to EEG, while

retaining a fast temporal response. However, in

order to capture these weak signals, interference

from other sources, like the earth’smagnetic field,

need to be cancelled out. Typically, this can only

be done in a magnetically sealed chamber with a

controllable field coil. And, until recently, MEG

sensing apparatus relied on super-cooled compo-

nents that could only be used in a specialised, and

expensive, laboratory. These result in very large,

one-size-fits-all MEG scanners to accommodate

the bulky cooling system. A further constraint of

MEG is that participants cannot move, with their

heads being clamped in place during experiments.

With all of these constraints, this technology is

not one that comes to mind when considering

wearable sensing. Recently, however, researchers

developed a radical new sensing system that

removes most of the bulky apparatus and opens

up the possibility of “wearable” MEG sensing dur-

ing free movement. As yet the system requires a

shielded room and field coil to counter the Earth’s

magnetic field, and head movement is limited to

no more than 50 cm, but it is conceivable that

these issues might be overcome with further

research.1

Magnetic Resonance Imaging (MRI) and

Functional MRI (fMRI)

Thepredominant noninvasivemethod for scan-

ning the brain (and the body, generally) is MRI.

This, exclusively lab-based, method uses a strong

magnetic field and targeted radio-waves to detect

minute differences in the composition of water

molecules throughout the whole brain. From this,

MRI can be used to create spatially accurate three-

dimensional images of the brain’s structure.

fMRI expands on this and has been instru-

mental in helping neuroscientists to explore the

dynamics of brain function.5 Rather than mea-

suring the brain electrical activity like EEG or

MEG, fMRI looks at the oversupply of blood flow

to the brain to meet the neurons’ demand for

oxygen during brain activity. This means that

the more active a particular region of the brain,

the higher the concentration of oxygen-carrying

molecules in the supporting blood vessels to

that region. The varying concentrations of oxy-

genated and deoxygenated haemoglobin (HbO2

or HbR) are measured by analysing proton spin

differences under fMRI. The resulting hemody-

namic response is known as the blood-oxygen

level dependent (BOLD) signal. However, the

relationship between brain activation and BOLD

is not instant, with delays of up to 4–6 seconds

between activation and measurement.

Like MEG, fMRI imposes restrictions on par-

ticipant movement, requiring those being

scanned to lie still with their head trapped in a

narrow (and noisy) tube. This makes it difficult

to study some topics, for example neurodevelop-

ment, as infants will require sedation. The strong

magnetic fields also make fMRI unusable for peo-

ple with metal or electronic implants, and make

it hard to integrate with other devices for multi-

modal monitoring. This limits the ecological

validity of fMRI-based studies, particularly when

studying questions related to natural human

behavior.

Functional Near-Infrared Spectroscopy (fNIRS)

Besides fMRI, brain hemodynamics can also

be monitored using optical techniques, like

fNIRS.10 fNIRS shines the brain with near infrared

(NIR) light (650–950 nm) and measures the

changes in concentration of HbO2 and HbR, tak-

ing advantage of their different light absorption

properties. Using relatively cheap NIR sources

and light detectors placed on the scalp, fNIRS

can measure the BOLD signal across the outer

cortical regions with a good degree of spatial
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sensitivity (2–3 cm) by looking at the light atten-

uation by the two species of haemoglobin.

Although still limited by the poor temporal

response of BOLD, fNIRS has the major advan-

tage over the abovementioned neuroimaging

technologies of being robust to electrical and

magnetic interference, being suitable for multi-

modal monitoring, and allowing a degree of

movement. The downside, however, is that the

penetration depth of the light limits sensing only

to the outer cortical regions of the brain, reach-

ing a depth of around 1.5–2 cm.

WEARABLE FNIRS Wearable fNIRS devices can

now be bought that are inexpensive, lightweight,

and can be worn wirelessly.9 Systems like the

LIGHTNIRS from Shimadzu (see Figure 1A) let

cognitive neuroscientists do functional neuroim-

aging in-situ and outside the laboratory. Although

laboratory-based experiments have been funda-

mental to advance our knowledge of the brain,

real-world testing is a better model of real life

than artificial lab-based computer tasks and can

increase the ecological validity of experiments.

fNIRS is a powerful tool towards achieving

real-world neuroscience, being robust enough to

allow a wider range of body movement within

different environments.

APPLICATIONS OF REAL-WORLD
NEUROIMAGING

Preliminary studies have shown the feasibil-

ity of using wearable sensors to investigate basic

and low-level cognitive functions in highly eco-

logical scenarios.8 In the coming years, exciting

new applications and research using wearable

brain sensing can be expected, with several

fields of cognitive neuroscience set to benefit.

Social Brain

One obvious field to benefit from wearables is

the study of the social brain. Within this frame-

work, neuroscientists have focused their atten-

tion on scanning multiple brains simultaneously,

also known as hyperscanning, to investigate how

different people’s brains are connected to each

other during social interaction. With traditional

neuroimaging technologies, this could only be

done by having two or more people restrained in

different fMRI or MEG scanners, often isolated in

different rooms and communicating via screens.

Clearly, this does not reflect social interactions,

where the exchange of verbal and nonverbal

cues are key aspects of human communication.

The situation improves when using lab-based

EEG or fNIRS, but the artificial environment of

the laboratory can interfere with participant’s

Figure 1. (A) Wearable fNIRS being used in free movement outside the laboratory (LIGHTNIRSmanufactured by

Shimadzu, Japan). (B) Actors performing while wearing wearable fNIRS (WOT, Hitachi, Japan), wearable motion capture

devices (Perception Neuron), and eye trackers (Pupil Labs).
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natural behaviour, and their freedom of move-

ment can be restrictive. By moving outside the

lab, the ecological validity of such scenarios

would increase enormously, and we would have

the opportunity to explore the real neural mech-

anisms that underlie and support human social

interactions as they happen in the real life.

Training and Development

Educational neuroscience is another field set

to benefit from wearable brain scanning. Several

scanners might be worn by students in a class-

room to monitor their (different) learning pro-

cesses. This could provide the foundations to

new theories of learning, guiding new educa-

tional interventions, developing personalized

learning strategies to fit each student, and adapt-

ing teaching formats to meet each child’s need

throughout their brain development.

A similar post-hoc analysis can be applied to

brain signals recorded from airline pilots with

the aim of helping to improve in-flight proce-

dures. Recent work demonstrated the viability

of using fNIRS and EEG to analyse the cognitive

performance of pilots as they performed difficult

manoeuvres while in training simulators.3

Clinical Uses

It is worth mentioning the clinical implica-

tions of wearable neuroimaging. Wearable sens-

ing might be used to monitor the brain integrity

of elderly people and, for instance, be used

together with cognitive training techniques to

reduce and delay age-related cognitive decline.

Neurofeedback training systems that use wear-

able brain sensors can be used by people suffer-

ing from neurological and neurodevelopmental

conditions. For example, children with attention

deficit hyperactivity disorder could use neuro-

feedback to adjust their brain activity patterns

and refocus their attention. In a similar way, chil-

dren with autism spectrum condition might use

this technology to improve their social aware-

ness and communication skills by learning to

control their brain activity.2

Brain Computer Interfaces

Explicit brain–computer interfaces (BCI) rely

on the fact that we can be trained to control our

brain activity. People can learn to manipulate

their EEG signals, for example, by adjusting their

focus of attention on certain visual stimuli, or

imagining physical movement.6 Applications

include direct brain control of robots, computer

games, and prosthetic limbs, or as a communica-

tion channel for people with locked-in syndrome.

Traditionally, EEG has been used for BCI, but

because of noise and the lack of spatial discrimi-

nability of that method, researchers are starting

to use fNIRS, or a combination of both.7 This

opens up the possibility of using the temporal

response of EEG to detect neurological changes

in real time, with fNIRS then used to help

enhance the precision of a specific classification.

CHALLENGES
The opportunities provided by brain sensing

in real-world settings come with new challenges

both for neuroscientists and for engineers.

Experimental design methods in neuroscience

need to be improved to account for real-world

conditions, while at the same time technological

improvements are needed to better sense and

process “in the wild” brain signals.

Experimental Design

In a typical neuroimaging experiment, neuro-

scientists repeatedly present stimuli that are

spaced out by a few seconds of rest, usually on a

computer screen, and try to look at the changes

in brain signals as an average across those repe-

titions. These are called block- or event-related

designs and are used to improve the power of

the detection of brain activity and to avoid false

positives or negatives due to the noise in the

recorded brain signals. This helps uncover pos-

sible correlations between sensor readings and

cognitive processes.

An example of a block-designed functional

experiment is shown in Figure 2. Data were

recorded using a lab-based fNIRS instrument

(ETG-400, Hitachi, Japan) during a visual stimula-

tion (flashing checkerboard) activating the

occipital cortex (at the back of the head). The

flashing checkerboard was presented for 20 sec-

onds (yellow areas in Figure 2) on a computer

screen, alternated with 20 seconds of rest, and

repeated 10 times. This experiment is specifically

designed to create involuntary, low-level cogni-

tive activations of the visual system. Note how
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the hemodynamic responses (i.e., increase in

HbO2 and decrease in HbR) are highly consistent

and reproducible across each of the 10 blocks

(see Figure 2A), resulting in a strong average

response with very small variability (see

Figure 2B). This is typical of what might be

sensed from low-level cognitive processes, like

vision or motor control, in an ideal laboratory

condition using only 1 or 2 stimuli.

But with higher level cognitive functions, like

problem solving, or social cognition, the neural

correlates are far more variable. Figure 3 shows

an example of a channel measuring the prefron-

tal cortex activity during a social interaction

task using a wearable fNIRS (WOT, Hitachi,

Japan). Briefly, the participant performed a

scene from a Shakespeare play three times (yel-

low areas in Figure 3A) while interacting with

another actor. The hemodynamic responses

shown in Figure 3A are less consistent across

blocks than those of Figure 2, with more complex

patterns of HbO2 and HbR changes. This results

in a highly variable average response (see

Figure 3B). Because of the inconsistency of the

hemodynamic changes across the repetitions,

we might conclude that this task did not pro-

duce statistically significant hemodynamic

changes. For this reason, cognitive experiments

are designed to include a high number of stimuli

repetition in order to increase the power of

detecting hemodynamic changes and reduce the

between-repetition variance.

One challenge for neuroscientists trying to

design experiments to test real world cognitive

behaviors is that repetitive block designs are

not good models of what we encounter or do in

our everyday lives. Real life activities, like

walking on the street, conversing, listening to

music, do not happen in repetitive bursts, inter-

spersed by fixed-time delays. Added to this, tak-

ing participants out of the lab, where distracting

elements are kept to a minimum (e.g., noise-

proof and isolated testing rooms), and onto the

street introduces a range of unpredictable influ-

ences and obstacles, like other people, cars, etc.

Regardless of whether it is from high- or low-

level cognitive processes, the complexity of

recorded brain signals will increase in the pres-

ence of such confounding factors. It can thus be

difficult to isolate brain activity caused by what-

ever cognitive process is being studied from

activity caused by other interferences.

Theatre as a Laboratory

One approach to tackle these issues, which

we have begun to explore in our own work, is to

swap the laboratory for the theatre. Using

“theatre as a laboratory,” we make a compro-

mise between the degree of control of the lab

and the freedom of the real-world. This environ-

ment can be controlled to reduce unwanted dis-

tractions/stimuli, while still being open-ended,

and at the same time giving participants the

freedom to move and behave under limited

restraints. In addition to providing a conducive

environment for experiments, theatre provides a

ready-made mechanism for exploring human

social interactions in a naturalistic and repeat-

able way. By having actors, who are wearing

brain sensors, repeatedly rehearse scenarios

involving the behaviors we would like to study,

we can achieve a block-like experimental design

for neuroscientific studies with far fewer con-

straints than traditional setups. Figure 1B shows

Figure 2. Example of fNIRS data (HbO2 in red and HbR in blue) from 22 measurement points (green and magenta dots)

on the occipital cortex during a visual stimulation task using a flashing checkerboard. Panel A shows an example of fNIRS

time series during the visual stimulation (yellow areas). Panel B shows the averaged HbO2 and HbR signals (mean �
standard deviation) across 10 repetitions.
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a still from a preliminary work where we demon-

strate how wearable, multisensor recording of

two actors in performance can be used to obtain

usable neuroimaging data.4 Theatre, together

with wearable sensing, thus represents an inter-

mediate step between the lab and the outside

world. It provides a forum in which to explore

new models and theories on how the brain func-

tions in open-ended and naturalistic situations

and helps prepare us as we move towards more

chaotic, real life neuroimaging.

Signal Quality

The second major challenge is to find ways to

improve the sensitivity and noise response of

sensing technology. An improved SNR would

help reduce the amount of stimulus repetition

required in cognitive studies, as well as reduce

detection errors in BCI applications.

There is a need to incorporate body sens-

ing alongside the brain. Freely moving people

create brain signal artefacts that are quite dif-

ferent from the ones we are used to seeing in

lab recorded experiments. For instance,

motion artefacts related to walking, moving

the head to explore an environment, or climb-

ing stairs, will be larger outside of the lab.

Additionally, we can expect substantial physi-

ological changes that can corrupt the brain

measures, particularly in the case of fNIRS

(see recent review in the paper by Pinti et al.
9). To counter this, wearable neuroimaging

devices should be designed to minimize sen-

sor displacement due to movement and allow

the simultaneous and synchronized recording

of systemic physiology. Multimodal sensing

of whole-body movement and physiology can

also be used to offset motion artefacts in the

data. Heart rate, respiration, eye-gaze, and

body movement can all be used to provide

context for better interpretation of the brain

data—and can provide a way of automatically

segmenting brain data for block-like experi-

ments.4 Beyond improving signal quality,

being able to simultaneously study brain and

behavior is crucial to fully understand brain

functioning as the brain is not an isolated

organ, but is embodied, and communicates

with the outside through the body.

In addition to sensing, new algorithms are

also needed to ensure good signal quality and

robustness to interference. Machine learning

and classification algorithms are a hot topic at

the moment in the neuroimaging field, with the

premises of improving the discrimination of the

brain activation patterns between different pop-

ulations (e.g., neuroatypical versus typically

developed) or different cognitive states (e.g.,

rest versus activation). However, the discrimina-

tion ability of existing algorithms is far from

ideal. There is a clear need for new signal proc-

essing techniques and new statistical methods

that can extract meaningful features and to

assess significant changes in brain activity.

Finally, a major goal of brain sensing, particu-

larly for applied or BCI systems, is to be able to

interpret and act on a single reading, without rep-

etition, in real-time. That is, we need “one-shot”

detection without requiring, for example, a per-

son to persistently repeat imagining a movement

10 times, with rests in-between, as is the case for

current systems. Existing BCIs require a lot of

user training, and are not robust to long-term

use. Combining modalities, like EEG and fNIRS,

Figure 3. fNIRS data from the prefrontal cortex during a social interaction task. Panel A shows HbO2 and

HbR time series during the three task blocks (yellow areas). Panel B shows the averaged signals (mean �
standard deviation) across the three repetitions.
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has the potential to improve this situation,

as does the use of new pattern recognition

algorithms.7

CONCLUSION
The opportunities offered by wearable brain

sensing are extensive. In many ways neuro-

scientists will have to start from the basics,

expand on what has been learnt about the brain

from traditional testing, and build on this to

uncover new knowledge about the inner func-

tioning of the brain in novel situations that could

not previously be recreated in the lab. Engineers

and computer scientists are needed to support

this paper by developing new sensing hardware

and algorithms. In the push towards greater eco-

logical validity in brain sensing, expertise in

wearables—on multisensory fusion, low-power

design, context recognition, and unobtrusive

wearability—will be essential. Advances in wear-

able brain and body sensing are already starting

to push the boundaries of neuroscience forward,

but it is important to acknowledge the limita-

tions of what is and what is not possible. Outside

a repeated block design, it is currently difficult

to make meaningful inferences from real-time

brain signals. So, given current technology,

applications that are built on the premise of

reading and interpreting cognitive processes

may not always work as well as might be hoped.

However, with continued advances both in sens-

ing and neuroscientific research, wearable appli-

cations using real-time brain sensing may one

day become commonplace.
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